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B\ S ABEGPUHE?

o BE/RERBE BIZMERE vs FHITIEAEREEE
o BIZINEB2005FFHE~4GHz (IhFER)

s RIREMEIEM, BREREMEIERK<E%/F BiZMEE: 20055 FRE

o HTtERNIEE GPUH{TIRE: fe8ugK

. BRAR: BESHBRROABERIER ANBHESR: 518 NFEIAME

« GPU: EF 1M #&l, TAFITELSEIRIT
« AI/MLIREIRITE K

o KRB ZRFEEEXaFLOPSEE ]

* GPT-4illlZxf&1tHiH#E~2%x10% FLOPs

H100 GPU vs B XCPURNEMIL=EFH
CREZIEIE, FPSEBEE)

KR



A\ CPU vs GPU: IRHEF

CPU — 2R A4t GPU — &ur 2 4L

CPU Die (~30% ALU) GPU Die (~80% ALU)

Control Logic (927l / ELEHAT) Ctrl
Core
—
Mem Core
Citrl
Core
Core 2 Core 3

Shared Mem
[ ]

L3 Cache (¥+MB) - " HBMS Memory (80GB, 3.35 TB/s) -

Core Core Core Core Core Core Core

Core Core Core Core Core Core Core

Core Core Core Core Core Core Core

Core Core Core Core Core Core Core

LESHEREZD - KEF - ERES - ~5 GHz HrEegd - NEF - BREE - ~2 GHz
Ef: FITEE. BIERZ, HiEEFE Ef: TR REZFY . ERER

L& swmine: (B



‘\GPU]‘»‘l‘%@E (2024-2025)

- NVIDIA H100 NVIDIA B200 AMD MI300X Intel Gaudi 3

N Hopper (2022) Blackwell (2024) CDNA3 (2023) Habana (2024)

miAE 80012 208012 153012 —

EF 80GB HBM3 192GB HBM3e 192GB HBM3 128GB HBM2e

™ 55 3.35 TB/s 8 TB/s 5.3 TB/s 3.7 TB/s
FP16& /] 990 TFLOPS 4.5 PFLOPS 1.3 PFLOPS 1.8 PFLOPS
FP8&E 1980 TFLOPS 9 PFLOPS 2.6 PFLOPS —

Bix NVLink 4.0 NVLink 5.0 Infinity Fabric RoCE/OFI
ETERR CUDA (F%7) CUDA (F(7) ROCm (FYiH) oneAPI

NVIDIAZECUDALEZ R Z LA/ ML IR S #HEEEHT, (BEFIEEGIEESH

KEEE AT =MD

DR A7 B (P B3 2 RHAY) @A77 SECEBLAT I ZRAR KR =i 5E) @ Tensor Coredd Jy (B I gt B it ). CUDAZEZS ZR GE & NVIDIAR K135
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B\ AEASER

01
GPUA # %

THRIRNITEFER

04
CUDA% A2 4k AL

M1%FN90%IE(E % RE

02
CUDA% A2 4 1

RN {aT BR G 2 R 4

05
FARGPU R R 3t

F—HBR— R

03
2 —ANGPUMH & %

SR, Mt EEMRI

06
CIRLE

¥ [RIE N A3 T SCRR i) &R

S

frif g
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SIMD/RIE - SMZEH - REFERIXR - MEEXRER




B\ SIMD: BiE$EZSHdE

e SIMD (Single Instruction, Multiple Data)

o —FKESTHENXYZSNERTTERITHEEERE

« 5SISD (&%817) MHt: E—# AL ENDEIE
o SIMDAIEREZEH

o BHIRT WE—FESIZSTALU

« BPMALUMIYIREECHEURE

o BEIEMALUKELMY REMLE

* Flynn&3&& results results
e SISD — SIMD — MIMD — GPU (SIMT) ull
 GPUXRSIMTEZE: ZREAIUEARNHTEE (EERMN0)

KR



D\ SIMDRTHRE AR

SIMDA B SE RRE o RIS
e FREALUHRITHEIES
o BNALURIEAREIRE

AT = RS . EEEMALUKEY BT
o s . MEREA
[ALUo ]1[ALU; J[ALU: ]...[ALU ] o HME = ALUKE x IIHA=R
0 0 i i e GPUR®I: H100E 168967 CUDARZ/I
« XECPU

[Do] [D4] [D2] ... [D ] N
e CPU: %Eﬁ$(~SGHz) X &%*E’G\(~64)

o GPU: RIEME (~2GHz) x KE#%/L\(~16K)

KR R GPUA T2 SIMD AR R — — BT ALUIET Rl — 454 . CPUMI A Z4% il IRAE IR, GPU T fij B g2 i # e 5 ik




I\ NVIDIA Hopper H100 ZRF ST

H100 SXM5 X458 4th Gen Tensor Core
FPS{ERE, 6/=TFA1000H 4 MHEE

Tl#: TSMC 4N {445 80012
Transformer Engine

AFP8/FP16XEE IR, Bih4ail

SM%EE: 132 (14411t, 132/ H)

CUDA;.L>: 16,896 (FP32)

Tensor Core: 528 (4th gen) TMA

BHINRNRERERFER
217: 80GB HBM3 i{§%i: 3.35 TB/s

L2 Cache: 50 MB Thread Block Cluster

NVLink: 4.0 (900 GB/s) ESMIMERIFTRIZ IR

TDP: 700W
DPX 4% 4~

HAMEIINE (RREAFE) 4012

KR



)\ Streaming Multiprocessor (SM) &

- HEET
«  1284FP32 CUDA#/

Blapc;.q-:h-l.l_ni.l"l-sz ihre“:-dl'cﬂll-ll -i-)i-uput:-:h-l:.l-nit (:!2 1;1:-'a-dﬁ:-5(}
N\ NS
Register File (16,384 x 32-bit) Register File {16,384 x 32-bit) ® 64/|\F P64’|§( IL,\ ( F P32 E,\J :|: IEE ’_% )
FP32 FPe4 INT32 FP32 FP32 FPea N
— = — o ANZEMATensor Core
FP32 FP&4 INT32 FP32 FP32 FPre4
FP3z2 FPe4 INT32 FPaz FPaz FPE4
FP3z2 FPGea INT32 FP3I2 FPaz FPed /\:Fiﬁ* IZI &% e ( . . )
[ ]
sz e | omcore | || M= rmmeem  ree 3214 JG(SFU: sin, cos, exp

2 FP32 FP&4. 4™ GENERATION INT32 FP32 FP32 FRBa 4™ GENERATION

FPaz2 FPE4 INT32 FP32 FP32 Fraa \ —
2 FP32 FP&a INT32 FP32 FP232 FPEa .
FP32 FPG4 INT32 FP32 FPa2 FP&4 m

FP3z FP&4 INT32 FP32 FPa2 FPe4
FPa2 FPGa INT32 FP32 FP32 FPea

= EoL mEE B + APWarpBEEE
A— OR—— - EBESBSRPESRAHIFES
Diap-a-lch u‘nit.::izlhn;a-d.rclhi ”Dus-:n-tch unﬂqi!:l-;u-n.-dfchki ° §§64¢#Ewarp (20482%*%)

Register File (16,384 x 32-bit) Register File (16,384 x 32-hit)
FP32 FPaz FPE4 INTD2 FP32z FP32 FPBa ° —
FP32 FPa2 FP&4 INT32 FP32 FP32 FP&4 ; , l ;
FP32 FP32 FPea INT32 FP32 FP32 FPea
FP32 FPa2 FPB4 INT32 FP32 FP32 FPaa

FP32 FP3a2 FP&4 INT32 FP32 FPaz FP&4 — T_ o /N =iy T_ =]
FPaz FP3z FPB&a INTA2 FPF3z FPa2 FPsa . a %21¢ { i %
FPaz FPaz FP&4 INT32 FP32 FPa2 FP&a 256 KB L= ? 65536 I 32 lL = ?

FP32 FP32 FPE4 TENSOR CORE INT32 FP32 FPa2 FPRG4 TENSOR CORE

FP3Z FP32 FPE4 4™ GENERATION INT32 FP3IZ FP3Z FPe4 4" GENERATION = ==

FP3z FP32z FP&4 INT32 FP32 FPa2 FP&4

FPaz FPaz FPe4 INT32 FP32 FP32 FPea O 2 5 6 KB L1 —g | ? W I ( D] EEE )

FP3z FPaz FPea INTAZ  FP32Z FP32 FPea

FP3az FPaz FPE4 INT3Z2 FP32 FP32 FPB4

—_ =
FPaz FPa2 FPE4 INT32 FP32 FP32 FP8a ° j:t = 2 2 KB
FPaz FP32 FPE4 INT3Z  FP32 FP32 FPea N0 ; H%

FP32 FP32 FPB4 INT32 FP32 FP32 FP&a

LoV LoV Lov LoV Loy Loy Lov Low Lov Lo Lor Low

el ] el A A * 327%"Load/StoreF7T

Tensor Memory Accelerator

ST ST r F ST ST ST a7 sT sT ST ST

B2 SMEGPURLLTE TG, 4MWarp Scheduler[d] B 14T 2 N Warp3E [ iEiR ; Tensor Core % h4E [z &% it, 2AIE

SR @



B\ CUDAPFSEEA

float myVar; float shVar; float glVar;

m rif g3t
KR



B\ CUDARZFIEIEA

assuning 4 warps are reading 4B
from 128 reqs on each
ct{cle across all 132 SMs

256 KB, 4B/cycle/reg, 1 cycle :

/

per SM
(total: 33 AB, 124 TB/s)

L1 cache/SNEM

per SM
(SRAN)

256 kB, 1233/0.1/::[3, ~20-30 cl{cles
(total: 33 MB, 31 TB/s)

B\ ossuming 16 SMs cluster with 227 KB each
|

per GPC / \ 35MB

3|olml
50 MiB, 1214 TB/s, ~200 cycles

global 80 GB, 3 TB/s, ~500 lecleS

Totals assume 1.83 GHz boost clock and 132 SMs (H100 SXM5)

21728 (Registers)

FLENEG, R, FEBR (2551 /%2 )
HZ=WE (Shared Memory)
BlockIt=E, BFREENERE
H100: 8SMm& A228KB

L2 Cache

2GPUR=, BEERE

H100: 50MB (AIBEERFAM XK )
£BARF (Global/HBM)
FrE%&iEnihid, RAERIE

H100: 80GB HBM3, 3.35TB/s™ &
FHAE (Host Memory)

CPUim, 1@BidPCleziNVLink-C2Cihial



R
ok

o A AEHFEICIEE?

o  ALBIREIE R ERTERE

o SCER4RE / BICIEBE = MR

s WX <50% - RBEEAMI=TIE

« H100 SXM5 BEiglE{E

e AZ: 1.83 GHz (boost)

* Tensor Core: 5281 (132 SM x 4)

o BTTCEEH: 256 FP16 FLOPs

o IEICIE(E = 1.83 x 528 x 256 = 247 TFLOPS

o BIEIXA2: AmEEINUREMML, IBE LAZEAME, 9D
990 TFLOPS

. fhiEE

* CUuBLAS GEMMSLU: ~900 TFLOPS (91%% =)

e FhF=kernel: ~20 TFLOPS (2% =!)

AR Y AL T FHE KA. A Ekernelf{ 2% 3R, & 2 445 50542 T2 ]!
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B\ RooflinetE

o IR

e Arithmetic Intensity (Al) = FLOPs / Bytes

o HHERE: SmM¥E—"FoERESME

o WMERIA

o NTEHRIN: MEEE = Al x ATFEH SR

o ITEXRIN: MBE = IB{EFLOPS

« XX sm: Ridge Point (&)

« H100 Ridge Point

« FP32: 67 TFLOPS / 3.35 TB/s = 20 FLOP/B

e FP16 TC: 990/ 3.35 = 295 FLOP/B
e FP8TC: 1979/ 3.35 =590 FLOP/B

- FP8LLFP16HIEMES T |

« 88X

e Al < Ridge Point = it RTFH(T
e Al > Ridge Point = it &R

perf (FLOP/s)

note that for fp32 and double
the compute ce:|'.r.? is much lower!

~
hY

|
. | | ™
w unatTainable perr \'/

bf16
|

compute bound

o J, e

N this is where
: we want our
subopt.md Penc Zone ol o s

~ this is the mem coalesced

|

|

|
I

I

I

|

|

I kernel
|

note; |05| sSca
7 unit is 10x

i e g—

15.7 RS
arithmetic in‘tensﬁttf (FLOF’S/IthCe) - ¥

-

-
-
-
-
-
-

to compute the r‘.c{sfe point arithmetic intensity:

H100 PCIe perf: 1.755 GHz * (114 * 4) * 1029 = 819 TFLOP/s
H100 PCIe bw: 2 TB/s N

=> perf/bw = ~410 \\

recall: number of
tensor cores

FHRE 1 Al < Ridge Point — ik NAE B GE = N 1E, & 9F1)717); Al > Ridge Point — i Tensor Core$ J}-it & it i




‘\SME

Z& (Occupancy) 241

S AEENX
ERWarp#l / SMEKWarp#l
H100: &xX64 Warp/SM

=KIRFIEE

1. BEFER[/YUE

BFSM 655361 F1F=%

B%ERH64 = 65536/64=1024%%2=32 Warp — 50%
=) ES

2. HERTF

ZSM&X228KB

FBlockFH32KB — 228/32=7/"Block

3. Block X/

ESM&%£32/Block

blockSize=64 — FEZ32/ BlockiAZE|2048%%2

& A &+ H 4] (H100)
blockSize=256, regs/thread=40, smem=32KB

Reg: 65536/(40x256)=6.4—6 Block
Smem: 228/32=7.1—7 Block

Block: 32

Bottleneck=Reg: 6x256=1536 threads

Occupancy = 1536/2048 = 75%

o

« --maxrregcount 2 il 27 7z

- JH#blockSizefl L = N EH &

« CUDA Occupancy Calculatorfi )

* 50%+ 5 H R IE H L8

S

KR
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‘\ CUDALREEIXEH

Thread Block Thread Block Thread Block Thread Block

M

Thread Block Thread Block Thread Block Thread Block

WITBE: H14=)2? Grid— A4 R F £ GPU; Block—>SMNIIMECE N F+ ] 2L); Thread— 5/ MUSTEIT.  HAG Grid I 2% /) Jo ik = siGE 5

Grid (%% )

—/kernel BEF=4£—1NGrid

MZ P Block#4sy (1D/2D/3D)

Block (Z&&EsR)

Block A2 R LAIME (EZ=ERE. @E)
210241 %7%2/Block

BRETE —NSM_EFATT

Thread (£%&)

=/N\RITETT
Eidthreadldx + blockldxit&£/EID
= L2

gridDim, blockDim: 4E X/
blockldx, threadldx: 271225

(B



B\ SEHREISMAYBSY

NS PRETE .

Grid: [BO][B1][B2][B3][B4][B5]...

| BSHE .
SMo: [BO] — [B4] — ... .
SM.: [B1] — [B5] — ... .
SM,: [B2] — [B6] — ... ¢

AR K Block % W it 2 T SMEL 5 (H10074 1324~SM), X FEGPUA fE 2 G T .

B A
EAE 238 Block SIS D BELEISM
Block#{T58/E, #Block#iAEZI=RSM
Block Z [B1 G477 ARIE

BIRLSR

SN SMAERESMAZ 1 Block

ZRF: £EE=ERF. FHFH. LEYN
H100: SM&Z 321 Blockz2048%:%2
o B
HERABEARBGPULBY B
EZSM — EEBlockHiT > Eaalt

GUBCHEIR . Block K /N #1128 256




B\ RS0 B AGPUBERHNELS?

H1FA: GPUETFAEHTHTIT, REZEAZENF ., (A2 FEEFEBlockA(__syncthreads)atWarpP(__syncwarp)i#ir

e BIOCkm Ei // Block-level sync

. Afc/ 430 __shared__ float smem[256];
o __syncthreads(): F1FBlock NEFrE %= smemitd] = Inputiqidl
° :/I:I\:Epgﬁ-‘g‘g_’%‘ﬁﬁ%\gﬁjﬁi __syncthreads(); // < MUST sync!

- " - . float val = smem[tid ~ 1];
o HIREA — FIE=S(Race Condition)
— // Warp-level sync (lighter)
e Warp NGk _syncwarp();
e« __syncwarp(): &=, {XWarpA
_ // Cross—block: only atomics

* Volta+3Z#Independent Thread Scheduling atomicAdd(&global_sum, local_sum);

« EBlockiEfs

« GPUEZFBarrier!

o MHE—AT: atomicAAdERFIEE FERRX)
* H1003%#Fcluster-wide barrier

IHRE I 32 [ _syncthreads(Block) — __syncwarp(Warp) —

atomicAdd(i%Block). ¥4 4 JmBarrier;2 GPUSRFE i K 2o 2 —

IR, Ems
KRR



I\ CU DA#ZBREIE =

HIFA: TRETHEELE, ULENIEE—TGPUES . CUDABIICH++ BB A <<<grid, block>>>¥11 & k& FIGPU

// Host code * g&{éﬁﬁ
mtfr:)?:i)h{_/x, n e __global__: GPU_L#fT, CPUEHA
int N = 1000000; « __device__: GPU_L#1T, GPUIRH

// Allocate memory e __host__: CPUJ:EI:;WE', CPUEH

h_A = (float*)malloc(N * sizeof(float));

cudaMalloc(&d_A, N * sizeof(float)); ° E Ej]ig%
// Copy to device * Kkernel<<<gridDim, blockDim>>>(args)
cudaMemcpy(d_A, h_A, N*sizeof(float), ) . v e

cudaMemcpyHostToDevice); C ngdDIm: BIOCK&E (1 D/2D/3 D)
// Launch kernel O bIOCkDim: %BIOCK?%*HDE* (<1 024)
int blockSize = 256; 4=325 10
int gridSize = (N + 255) / 256; y mﬂ""b&
myKernel<<<gridSize, blockSize>>>(d_A, N); ° 1 . CPUﬁj\EaG PU p\jﬁ (CUdaMa”OC)
/1 Gopy back to host o 2. HIEE®HEIGPU (cudaMemcpy)
cudaMemcpy(h_A, d_A, N*sizeof(float),

cudaMemcpyDeviceToHost); o 3, E Ej] kernel (< <o> >)
cudaFree(d_A);

o 4, 5REECPU (cudaMemcpy)

o 5, BIMGPUARTE (cudaFree)

IR, Ems
KRR



iR EH : cudaMemcpy

// Basic data transfer
float *h_data, *d_data;
int size = N * sizeof(float);

// Allocate device memory
cudaMalloc((void**)&d_data, size);

// Host —> Device
cudaMemcpy(d_data, h_data, size, cudaMemcpyHostToDevice);

// Execute kernel...
myKernel<<<grid, block>>>(d_data, N);

// Device —> Host
cudaMemcpy(h_data, d_data, size, cudaMemcpyDeviceToHost);

// Async transfer (overlap with compute)
cudaStream_t stream;
cudaStreamCreate(&stream);
cudaMemcpyAsync(d_data, h_data, size,
cudaMemcpyHostToDevice, stream);
myKernel<<<grid, block, 0, stream>>>(d_data, N);
cudaMemcpyAsync(h_data, d_data, size,

KEF N GPUSFES i : cudaMalloc—cudaMemcpy(H—D)—Kernel-cudaMemcpy(D—H)—cudaFree. fii i Async}it 4~ +Stream 1] [ ik

it R
m it e
KR




D\ SEMESHARE

// Problem: N=1000, blockSize=256
// gridSize = (1000+255)/256 = 4
// total threads = 4*256 = 1024 > 1000

__global__ void kernel(float *A, int N) {
int i = blockDim.x * blockldx.x

+ threadldx.x;

// Bounds check required!
if (i <N){
Ali] = Ali] * 2.0f;
}
// Out—of-range threads do nothing
}

// Launch: round up
int blockSize = 256;
int gridSize = (N + blockSize — 1)
/ blockSize;
kernel<<<gridSize, blockSize>>>(d_A, N);

AT ARELRRE?

Grid X/N\AZZBlock KNI EEEZ
HNARBEERblockSizely, SBZRE&TE=E
ZR&REIHNFERAFZERH R
Grid X/MHEAT

gridSize = rN / blockSizen

= (N + blockSize - 1) / blockSize
& MblockSizei%k#F

128, 256, 512 (Warp=32#91Z%1)
KN = REER

AKX - FERENDEX
2562 & % ARNEIAE

RGBS : Grid K/ N 5 T A KRR, KA (B4 By 18U 7). blockSizeil 1 176128/256/512(Warp=32[1) {5 %%)

2R s
KRR



B\ SEH3IHE

// 1D indexing
__global__ void vecAdd(
float *A, float *B,
float *C, int N) {
int i = blockDim.x * blockldx.x
+ threadldx.x;
if (i <N)
Clil = Alil + BLi];
}

// 2D indexing

__global__ void matOp(
float *M, int W, int H) {
int col = blockDim.x * blockldx.x
+ threadldx.x;
int row = blockDim.y * blockldx.y
+ threadldx.y;
if (col < W && row < H) {
int idx = row * W + col;
Mlidx] = M[idx] * 2.0f;
}
}

R N A R FEID = blockDim x blockldx + threadldx.

F ANIAE-Y

1D: i = blockDim.x x blockldx.x + threadldx.x

2D: col = blockDim.x x blockldx.x + threadldx.x
row = blockDim.y x blockldx.y + threadldx.y

idx = row x width + col

BaE B

dim3 threads(16, 16); // 256/block
dim3 blocks((W+15)/16, (H+15)/16);
EREI

IR BB R (if i < N)
blockDim Rz A 3289/Z £ (WarpK/J\)
2DZES|E R TEG/FEMZEE

1D T &, 2D AR/ R . I AR A (f i < N)

KR



B\ S EH S BB

// __global__: CPU calls, GPU runs
__global__ void processDatal(

ECECIETT

float *data, int N) {
- ) __global__ WiZRvoid
int i = blockDim.x * blockldx.x

+ threadldx.x;

if (i < N) __device__ GPU GPU F=
data[i] = transform(datalil);
}
__host__ CPU CPU F=

// __device__: GPU calls, GPU runs

device__ float transform(float x) { host =
_ e - - + & TN

return __expf(x) __device__ CPU+GPU = E 'ff =]

/ (1.0f + __expf(x));
}
// __host__ __device__: both .
__host____device__ ® g}f—ihm
float clamp(float x, float lo, O global %kerneu\ I:I ’ %\gﬁi&@VOId
float hi) { T T

return fminf(fmaxf(x, lo), hi); ¢ __deVice__@ﬁ@%%Ez Bxfinline

} e __host__ __device_ #RiIFFH IR

- TAA#ifdef __CUDA_ARCH__ X%

T & _ global__JfEkernel A [ (1 4ivoid), _device_ 2GPUHli a4k (F #inline), __host__ _ device_ #ii M A fitCPU/GPUL [

KR



‘\Warp

GPUS1 :
‘EEIIJ TE
RE A E S IVIDJTWL

\I

SIMT?I‘\ 'J, £ 1CUDA
LR 7— T
(Nvidia

groups 32 CUDA threads into a
warp)

Scalar
instructi
on
stream

v

1d x
mul a
1d
ad
st y

pTOpuT1 uT2puT3uT4puTs5puTepuT7

<€ >
SIMD execution across warp

Instruction
cache

Warp scheduler

Instruction register

]
i

I T T S Tt SR N TR SR T R R S S -
SIMD lanes
(thread
processors)

Regi- | Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg

sters

1Kx32 |1Kx 32 [1Kx 32 [1Kx 32 | 1K x32 [1Kx 32 [1Kx32 [1Kx 32 |1Kx 32 | 1Kx 32 [ 1Kx32 | 1Kx 32 | 1Kx 32 | 1K x32 | 1Kx 32 | 1K x32

Load | Load | Load | Load | Load | Load | Load | Load | Load | Load | Load | Load | Load | Load | Load | Load

slore store store slore store store store slore slore store slore store store slore store slore

unit unit unit unit unit unit unit unit unit unit unit unit unit unit unit unit

L& § [ F [ # ¢ [ F [ §F ] F[F 1§ F[FTE[E]T

|

Address coalescing unit

|

|

Interconnection network

|
}

Local memory
64 KB

To global
memory

Figure 4.14 Simplified block diagram of a multithreaded SIMD Processor. It has 16 SIMD Lanes. The SIMD Thread
Scheduler has, say, 64 independent threads of SIMD instructions that it schedules with a table of 64 program counters
(PCs). Note that each lane has 1024 32-bit registers.

rif g3t
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B\ Warp: GPUHRITRIER BN

o Warp = 32MMELELE

* BlockRZ&# %321 —EHD AWarp

o f: 256%%=Block = 81"\Warp

»  Warp=2 L RE A EMITHRR/INEAL
o SIMTHI{T

o E—WarpANZE&REHRITHEHREES

o FNIHEH, WarplBESSER— 1% Warp
o KRE—FKIELEIWarpf32174%iz

o FEIRBSHX

o HWarpEFHIE (RFHRES)

o RBAESRES— P &R Warp

o EFHE LTI (FRBEWarpR&HEL)
s XMERANTAGPUREXRELE

Cycle 1: Warp0 — HIfTEARIES

Cycle 2: Warp0 — &R 7FIEZET

Cycle 4: Warpl = HIfTEARIES

Cycle 5: Warp1 — &R FIEE

— ALUIRAACRR, PIAFIER B Fais

S

KR



B\ FERBSAA B AR

o FERERRRIE

Warp 0: [T BILDISH. ..... [ ) * WarpSfssis — RERIIRES—Warp
o {IMRFHEAIE (L TXERSER)

« REBZMWarp & ALUKIEARZR

Warp 2: L& . ETZ/Warp?

Warp 3: [IT&E] o HURTF: WEER / HELER

o HEZER: B/DWarpBia]

s HEZRER.: FEEFZWarp

e Little's Law

o FHERE = BMHE x fER

— ALUR AR «  ZE[35KA00 cyclefEiR:

« FHEL400/32 = 1290™Warp ({RI&EHES1 cycle)
o SC[RER

« ARHZBHIF: WarpZ->8WarpEFEzsd
o  Eftwarp B FEEprofilingfRE

Warp 1: OHEILTEILDIERE....]

— WHFER e £

IR, Ems
KRR



‘\—ﬁlmﬁ vs REHRTT

WarpJ —# 47 (Coherent Execution) « 11MWarp = 320 B8 - 100% X

P Fﬁﬁ32/\§£*znﬂjm171ﬁ [EfES -

WarpA X ##4T (Divergent Execution) 50% %= (2x B E)
- 1N
it 3% (%% 0-15) dle (B) ok
I
idle () else HX (LR- 16-31)

WarpaGPUERIEMHITRA , AEBfEWarp > A EBED AR - FEBAMTAIf-elseitGPUZIES50%.




B\ 7% (Branch Divergence)

© EEER i X R HHATIE A
o WarpH 327N &REMNAHITHERERES

s = kv if (threadldx. 6
- iBElif-elsely: HHLRRES, o Eelse f (threadidx.x < 16) {

o FEMALNE: BITIUHRRIER A(); // &F20-15817
¢ ﬂlﬁﬁ%ﬂ }else {
e Step 1: FTELRERHITIION (elselILI2WER ) B); // £A216-315U7
o Step 2: TEZ%REHTelsen = (IFHILER R ) }
. : B ARELINTT

Step 3: B FHKEEHIT .
o HEERIm

s T0: [0-15:A()] [16-3T:idle]
o« ERIFER: MEEERES0% (—F%iZidle)

s MESXETE
o AREWarpzZia

T1: [0-15:idle] [16-31:B()]

T2: [all threads resume]

FEREL K2 WarpNif-else B BUF S5 AR ERA T T, BRI DL R IN50% . 43 3 K BIU@ Warp 4 1), A [i|Warp 2 [3] B R 51




B\ JB65 533 & E A BB

// BAD: divergent — odd/even threads take different paths
__global__ void bad(float *data, int N) {
int i = blockDim.x * blockldx.x + threadldx.x;
if (i % 2 ==0) // threads split within warp!
datali] *= 2.0f;
else
datali] += 1.0f;
}

// GOOD: no divergence — branch at warp granularity
__global__ void good(float *data, int N) {
int i = blockDim.x * blockldx.x + threadldx.x;
int warpld =i / 32;
if (warpld % 2 == 0) // entire warp takes same path
datali] *= 2.0f;
else
datali] += 1.0f;
}

// Tip: replace branches with math
// BAD: if (x>0)y=x;elsey=0;
// GOOD: y = fmaxf(x, 0.0f); // ReLU without branch

HH—: WarphlEHSX

F 1M Warp#B&al, 50% &M Fik

GOOD: warpld%2 — B N WarpER—iEE
BRH, 100%8=F

KE_: FEEFERLFHE

fmaxf(x, 0) f£&if(x>0)8IRelLU
TAxiES, WHEEERT

xR

& BB 9> 7 B BE# B 3% A predication
SxrDZNHEFoW

KRB K AWarp(B227) hy B 5 52, BB 18 R AR R (nfmaxF A Re LU 4idtsn A B H 2 LT 543 3¢

R
fm

BAD: i%2 — El—WarpA&{B %2 E A1

S

rif g3t
KR
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B\ (ERTE: HHHAL

o REZEIPREETRE

« Z2EEE:Y=XW+Db

o SERANLE: QKAT, AttentionxV

o B im2col/FEAGEMM

e HLLMIEEHERNG60-80%
 GEMM: C = aAB + 3C

e A: MxK, B: KxN, C: MxN

& =: 2MNK FLOPs

o HUE=: (MK + KN + MN) x sizeof

* Arithmetic Intensity

e Al =2MNK / (2(MK+KN+MN)) = M (HM=
e  M=4096: AlI=4096 >> Ridge Point

o - KIEERIEHRM, TRSAAEGPU

Level 0: AMNE LI

~19% UE(HTERE

Level 1: ZifF#s Tiling

~10% I&AE PEfE

Level 2: =Py Tiling

~30% &g MERE
N=K) o IEE(E P e

S

rif g3t
KR



B\ (ERETEE: HHEESH

// Each thread computes one element of C

__global__ void matmul_naive(
float *A, float *B, float *C,
int M, int N, int K) {

int row = blockldx.y*blockDim.y + threadldx.y;

int col = blockldx.x*blockDim.x + threadldx.x;

if (row < M && col < N) {
float sum = 0.0f;
for (int k = 0; k < K; k++) {

sum += Alrow*K + k] * B[k*N + coll;

}
Clrow*N + col] = sum;

}

}

// Launch

dim3 block(16, 16); // 256 threads

dim3 grid((N+15)/16, (M+15)/16);

matmul_naive<<<grid, block>>>(
d_A, d_B, d_C, M, N, K);

vak i}

TR IZAN—1T (K1) + BE—FI(KD)
BERBRFEEL 2XMxNxK

HE: 2xMxNxK FLOPs

— Al = 1 FLOP/Byte (&{&!)

1)

KETURIEN: HPLEEEEANE—T
BRI A IE4E T Bl BEARNELL

=R EHIREER

MERE

H100_E£91-2% I&{E (~20 TFLOPS FP32)
i 2BREFETR

KEE N Arithmetic Intensity{{1 FLOP/Byte, Se4WAFflisl. MBI AR W —1T A2 o2 M — —iKte N A2 2% 80%

S

KR



B\ HEESHT: HHARE2%EE?

e FPEkerneltEgt
e H100sZU: ~20 TFLOPS (FP32)

. HBiCIE(E: 990 TFLOPS (FP16 TC) FhRII: ~20 TFLOPS (2%)
TR 2% o BRI JL N TE AL ~200 TFLOPS (20%)
o RIMEME?

« BNEREEAN—1T + BR—7
o HEPLEESLHEREIE

. . o
rithmetic Int‘ensrty 1 FLOP/Byte (#1&) BT RRTE A
e - ZBEZNFHRM
o XHEiaR
1. WS I — PRAEDRAMY FLE K
. Q1 HARNEAFEE? SR i
o  Q2: tMEiE /> BARFIEE? 2. L PAE — B H W R

© Q3 MIRSIUEHEFL? 3. BARILEE — RooflinefiZil 4 54k,

4. Tensor Core — Hf {4 50 [ E

KR



B\ RHEAFHAR: — MR 3

i

// Version A: Coalesced (fast)

// row = blockldx.y*blockDim.y + threadldx.y

// col = blockldx.x*blockDim.x + threadldx.x

sum += Alrow*K + k] * B[k*N + coll; // % E£E1R(8] — 1/RES
// Thread 0 reads B[k*N+0]

// Thread 1 reads B[k*N+1] <- adjacent!

// — Coalesced: one memory transaction

// Version B: Uncoalesced (13x slower!)

sum += Alcol*K + k] * B[k*N + row]; // X 8&LiAlE — 32/XFEF
// Thread 0 reads B[k*N+0]

// Thread 1 reads B[k*N+32] <— scattered!

// — Uncoalesced: 32 memory transactions

REEA: (irowSeol (—MERARIZESR) B E0 35 EREE

B R LR

{3z #rowHlcol = 13fZMERE TR
Version A: 3,171 GFLOP/s

Version B: 243 GFLOP/s

AHA?

GPURTELA1 28=F 58 BB

2N &iZREIETIAE — HibELERN
ELLE = 1)XAFES (coalesced)
&L = 32/ RATEES (uncoalesced)
B

REEMRIEY > TEMBEHREER
XA ARTEZIANFEE!

MU RS, B T 1RVS32IR N7 ER 55

S

rif g3t
KR



B\ SERIEERE (H1005H)

R

ZrE 2551472, 256KB/SM ~1 cycle ~20 TB/s

HEREF Block Block ERA228KB/SM ~20 cycles ~19 TB/s
L1 Cache SMA Bz S5H=REHHE256KB ~30 cycles ~12 TB/s
L2 Cache £GPU Bl 50 MB ~200 cycles ~6 TB/s
=2RAEF £GPU \ A 80 GB HBM3 ~400 cycles 3.35 TB/s
FERE £GPU N Fe 64 KB + &1z ~4 cycles* S
LIBERNTE £GPU N Fe BEL1EF ~100 cycles* = a) FBEME

PULEBE Y5 e E

A1 cycle) vs 4 RINTF(A00 cycles) = 400FFHER 22 M1 HEAHINIFK — HEREIH:

HZNA7(20TB/s) vs HBM(3.35TB/s) = 61 S22 — ik il A4 B I A a2 1



‘\/'.I_TW'J: 1DEHAYS

LERTFNN

»i

4

// Naive: each element re-reads global mem

_ global__ void convld_naive(

float *in, float *out,

float *mask, int N, int R) {
int i = blockldx.x*blockDim.x+threadldx.x;
float sum = O;
for (int j = -R; j <= R; j++)

if (i+j>=0 && i+j<N)

sum += in[i+j] * mask[j+RI;

out[i] = sum;

}

// Shared memory: load once, reuse many
_ global__ void convld_shared(...) {
extern __shared__ float s[];
int i = blockldx.x*blockDim.x+threadldx.x;
s[threadldx.x+R] = in[i]; // center
if (threadldx.x < R) { // halo
s[threadldx.x] = in[i-R];

s[threadldx.x+blockDim.x+R] = in[i+blockDim.x];

}

__syncthreads();

float sum = O;

for (int j = 0; j <= 2*R; j++)

)ik iy

MR BnERIEZQ2RH)XEBAE
HBLEBE REEE L
HEREFNN
BlockMEMBEIRRI HZ=RTF
SIMTERENEZBEREFEZNR
BETENEZARFEZE (R201E)
__syncthreads()
Block W& 2 R 2

RRHEZ AN/ BIZE
{XEBlock B

MERERR T
LRERFHERBD~(2R+1)E

i

KBS LZ NI O OPMEINZEEISMEM @__syncthreads()[F]2 QM SMEMITE., 745 A5 A

S

KR



B\ AEAIAIER

HUH vs JEEFH VI

&3 (Coalesced):
Thread 0 — addr[0]
Thread 1 — addr[1]

Thread 2 — addr[2] — 1)X128BE 5

JEHFH (Strided):
Thread 0 — addr[0]
Thread 1 — addr[16]

Thread 2 — addr[32] — 32)%32BE 5

PEREZERE: W] 1k10-306%

ABFMAN (sm_60+)
Warpl324& 2 haaH H32BXITFES
Tl —> FR/D4R128BES (512B)
FENLEIE — 52 32)%32B%E5S (1024B)

B IR

#HEREA: afthreadldx.x] &3
BE#ih1a: a[threadldx.x * stride]
¥EFEFIGE: a[row * N + threadldx.x]
¥E[E1TiA1a): a[threadldx.x * N + col]

A sRRE

HEHIRME (AoS — SoA)
ERAENEFRTEES
AL /L 2B ERAF S TR

S

KR
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‘\,»\%'ZPW?Bank)FP?"E

Ht4: RERNFEGPULHHIX BT R, 1BURBIIEFXT, MHEERMEZE, BankH5EalSH32151E6E TIEE!

e . HEREER
S e B B e 32/'Bank, &1 Bank 32{i% (4=%)
o ? = % % “{ {j }* o —NEHATIRM 32x4 = 128F %
C b 1 T 1 D e Bank)fig
e [E—EH, REZRZEiRERE—BankiARE L
. F { } } II }3 e N-waydz - HTHANKIAGE
TSIV —— - - —er— ey o HRIRER: 32-way = 32/ZMHEEThE
o BRFE

o 1SR FEIHIaIfESBBank
o {FMpaddingi&pRHz=
e Hopper: {#Hswizzletz=

-
. SLIEE—iit > BB (KihR)

-
o
-
i
as
L

88 somaer (B
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B\ FEFFIRA: FHFARTiling

- B HHERTiling R & (V=4)

o BNMEBUHEVXVANCTE (MIE1D)
o MFEARVATEMBEIVAN TR

o HEVXVNEHEIEH

- RFHERD

o FME: 2KIRGEEX — 170

o Tiling: 2KIXIZEX — V2 N

« 2FAEHEIEDV/26E

. V=4R96IF [bo by b bs] - H74
o B4R ZANATNITER + B4 TR

o &: 4x4 = 161CITR

Threadi % CH4x4150 4

A: IEZEV B row TV ITR

[ao a1 a2 az] = HfFss

B: IEENZE colFIFIV I TTER

C: JMAITE VXV

o BIENRID: 4/2 = 21 clillj] += ali] * b[j]

PR A+ARFE — 1ORITE

o VERHFHRLUERG

VAKX - HfFstimt - HaelRE £RNFE: 2KV R EBperii TR

L& swmine: (B



B\ EFESRE: HERETIling

Kt A: FZkermnel& NI L2 /G177, HBL4EELILIFRAHNE . HENTFLLBlockIZEEMENZ, LIHXEEH

1. each thre Ablk epeies 3tg

tp{q e tile byr

of inter, ul‘apt atrix ltP
call: dot product is equivalent to

pc\dt dt

2. each block's computation
is completely independent!

4095

Block t'll‘mg "
N

because eac h block covers

¥ a single tile of the output matrix

onl
we reasonably call this "block tiling"

T IRE
BlockNEZAFIBRTILEXTILEREIHZ=RTF
Block I 42 £ =X Lo iR

SN EBRETRRTILENERER

MERES T

2BAFIEEL 2xMxNxK/TILE
EEANEIR /D TILERZ (TILE=32 — 3212)
HERWEIEIR~20 cycles vs £F~400

hMEINE (Cooperative Fetching)
BEENFI N TRIHZAEF
TILEXTILEN &R IMNETILEXTILEAN T
SEPINF TS __syncthreads()
ZEaZFaATiing
SEENEZRNFZERVITVY
HEVXV N EL — &M

KR



B\ Tensor Core GEMM: R BN

H1FA: CUDA CorefitEIEFRFEEZON) HTTFMAIES, Tensor Coreff—=#5S i B NMEFERIEE

- WMMA (Volta+t)
o {FRwmma:mma_syncH#liT16x16x16%EEFN CUDA Core (45 /E1):
o —XI5STH4096)XFMA (vs CUDA Corely1:x)
o BEERHIERfragmentENAHR

- WGMMA (Hopper, sm_90) 40961 tR — 4096%KES
*  Warp Group MMA: 4 P™WarptiMEHRITERMMA
o« HEMNEZAFEHZEHE (FREEENBEFFH)
o RAOBHFREN, RESEX

o PEEEXTEL (M=N=K=4096, FP16, H100)
« CUDA Core: ~20 TFLOPS (2%l&18)

o HZWIETiling: ~200 TFLOPS (20%)

e Tensor Core (WMMA): ~700 TFLOPS (70%)

o - FEHIEMENNRTHRI.SERTT CUDA Core: 67 TFLOPS

Ix FMA:a=b xc +d

H100 FP16 I&1H:

KR



D\ HopperR&itkss: FRik—iIZER

K114 BiEME T Tensor Core (Level 3), #EHEE I L30%F1/6, HopperfFEIEZE4 7K1 IE S B ES

* TMA (Tensor Memory Accelerator)

o BB EFIRNFEN S RIK L P

« BREWarpitE&iR

e ¥2D/3D tensoril & Stage 0: [Load A¢,Bo] [Compute ———-]
* Producer-Consumer Pipeline Stage 1: [Load ArB1] [Compute AoBo]

* Producer Warp: BTMANNEEIEZISMEM

S| A St 2: |Load A2,B C te A4B;
e Consumer Warp: BWGMMA+& age 2: [Load Az,B2] [Compute A;B]

o ZHEMIKZ: tnEStage N+1, 1+&E Stage N Stage 8; [-——————— ] [Compute A2B:]
o MR
e Level 3 > Level 4: M\~700%I~900 TFLOPS — MR E 522 RIR)

. HESKEPERSES

£4%: Load—Wait—Compute—Load—Wait—Compute

Pipeline: Load, // Compute, (KiZARZE1EF)

L& swmine: (B



‘\Tensor Core: IEMEINES|EE

o HEXERE

e D=AXxB+C (zBEF&3ENN)

o EFEHIbIEAxAX4 (Volta) B 16x16%16 (Hopper)

o« —“\Tensor Core— EHIST & & X3k

« CUDA#1» vs Tensor Core

 CUDA Core: A1 XFMA

* Tensor Core: AN EXFMA

e H100 FP16: CUDA 67 TFLOPS vs TC 990
TELOPS wmma::fragment<...> a, b, ¢;

e ZE[R: ~154= wmma::load_matrix_sync(a, ...);

. TSR wrmmazmma_syno(c, a, b, o)

* FP64, TF32, BF16, FP16, FP8, INT8 wmma::store_matrix_sync(...);

o HEHREIN: 2:45MWUTER, TG

B (4x4)
FP16

L& swmine: (B



B\ CUTLASS: &taeierase

HARCUTLASS?
NVIDIAFFREIC++ GEMMIEHR =

R MANREIR BN EIGEMMELHL
S FHopper TMA, WGMMA, Cluster
CUBLASHY/EESEEIE At

CUTLASS 3.x534

CuTe: #iiRskEH FRIDSL

Kernel: TileScheduler + CollectiveMainloop +
CollectiveEpilogue

Bl ERMitle KINIRKERE

Epilogue Fusion
GEMM/z B AT R EL . Biasilix

C = act(axAxB + 3xC + bias)

B A9 kernel launchf1R7FIES

// CUTLASS 3.x GEMM (simplified)
using Gemm = cutlass::gemm::device::GemmUniversalAdapter<
cutlass::gemm::CollectiveBuilder<
cutlass::arch::Sm90, // Hopper
cutlass::arch::OpClassTensorOp,
cutlass::float_e4m3_t, // FP8
cutlass::layout::RowMajor,
128, // Alignment
cutlass::float_e4m3_t,
cutlass::layout::ColumnMajor,
128,
float, // Accumulator
Shape<_128, _256, _64>, // Tile MNK
// Cluster
cutlass::gemm::collective::StageCountAutoWithTma,

Shape<_1, _2, _1>,
cutlass::gemm::collective::KernelTmaWarpSpecialized
>::CollectiveOp

>3

Gemm gemm_op;

gemm_op(args, workspace, stream);

S

rif g3t
KR



‘\Cooperative Groups

// Naive: shared memory + syncthreads
__shared__ float s[256];
s[tid] = val;
__syncthreads();
for (inti=16;i>0;i/=2){
if (tid < i) s[tid] += s[tid+il;

_ syncthreads();

}

float sum = s[0];

// Cooperative Groups: shuffle, no smem

namespace cg = cooperative_groups;

auto warp = cg::tiled_partition<32>(
cg::this_thread_block());

float sum = cg::reduce(warp, val,

cg::plus<float>());

T E H: Cooperative Groupsg:— | A REIFL R R AAPI,  ftiled_partition+cg::reduce’ . FEshared memoryl= 2y, %4 8 {7k

Warp-level SumxJtb
Naive: BEEHZRNEF + ZIK__
CG: —f7cgureduce, EHZEREF
%—REHAPI

cg::this_thread_block() — Block@#
cg:tiled_partition<N>() = E=2 kF4H
cg::this_cluster() — Cluster[@# (Hopper)
cg::coalesced_threads() — /&KL EH
&M E

X FEHRESAKR/N

A FERRESE

Z—#E0: sync/reduce/shfl&KIE—

syncthreads

S

KR



__shfl_down_sync $#EH

// __shfl_down_sync: REEMWarp/RiZ
/] BNEEFRIEEY lane+offset HI{E
A B Sl D)LY offset=16: [0+16] [1+17] ... [15+31]

— . . /—é‘ (= NN
float val = dataltid]; // S4f2— & offset=8: [0+8] [1+9] ... [7+15]

35 5e 32N T SRAN!
/] S FRRISE T LA offset=4: [0+4] [1+5] [2+6][3+7]
val += __shfl_down_sync(OxFFFFFFFF, val, 16);

(

val += __shfl_down_sync(OxFFFFFFFF, val, 8);
y offset=2: [0+2] [1+3]

val += __shfl_down_sync(OxFFFFFFFF, val, 4);

val += __shfl_down_sync(OxFFFFFFFF, val, 2);

val += __shfl_down_sync(OxFFFFFFFF, val, 1);

// lane 0 now holds sum of all 32 elements

offset=1: [0+1] — lane 0 = £ ZHl

e Shuffle vs ERTE

/] S AR
/] - BESERAGERER « Shuffle: HFsREE, FTHMIMER
/] - RS EHENTE N
// — F%__syncthreads() « HZ=RTF: load—>sync—store, ~20 cycles
» Shuffle: ZeBank/#15 X\ &
\;
- EfRB=R

« WarpRl34 (k. &XIE)

RERE i 4R __shfl_down_syncitBES H &t Warpld 2 — — 54 52 il 32 0 Z ok fll, AL INFE,

m SR



P\ GEMMUtHiER: MHNREISOTA

Level O FhESCI ~20 TFLOPS ~2% SERE1 K LHIESER
Level 1 1728 iling ~60 TFLOPS ~6% FL&EVXVITE ZSA
Level 2 HZ=R1ETiling ~200 TFLOPS ~20% BlockBl#iEE
Level 3 Tensor Core ~700 TFLOPS ~70% B4 FE B DR

Level 4 SEMKE ~900 TFLOPS ~91% TMA+WGMMA+Pipeline

F—HE N HEE XS — MEERT: HIEEH — BHINE — ERER

KR



B\ FHFEL: W%

WS Ja 2y BANA&E KAw)

Step 0: [1] [2] [3] [4] [5] [6] [7] [8]
\/ N/ N/ \/
Step 1: [8] [7] [11] [15]
\ / \ /
Step 2: [10] [26]
\ /
Step 3: [36]

Hi47: O(N) 25
FH47: O(logzN) 2 = 3%(N=8)

A Z2h ik
K (@MERE . REHE)
KR XK/&/IME (softmax, normalization)

(IR ERMNITER)

CUDASLHI kAR
CUDARE2BRLIFE
ReEE—" " kernel A EBlockE £
fRR: DK ERkernel

WL R

Kernel 1: &Block/3¥—>— &85
Kernel 2: I E DT> RELER
I¥: atomicAdd (AR EEZF)

KR

(B



B\ VLRIV : 3

=

HiE (B3 &E)

// V1: interleaved addressing
for (int s = 1; s < blockDim.x; s *= 2) {

if (tid % (2*s) == 0) {

sdataltid] += sdataltid + sl;

}

__syncthreads();
}
// s=1: thread 0,2,4,6... active
// thread 1,3,5,7... idle
// —> odd/even split within warp = DIVERGENT!

// V2: strided (no divergence)
for (int s = blockDim.x/2; s > 0; s >>= 1) {
if (tid < s) {
sdata[tid] += sdata[tid + s];
}
__syncthreads();
}
// s=128: Warp 0-3 active, Warp 4-7 idle
// —> entire warp active or idle
// —> NO divergence!

V1988 932 &E

tid % (2*s) == 0 & WarpAR 9 X
E—WarpiEK/ = R&ERE
A AZ{X50%

V2pus: BB St
HIF&ERER, ¥R
PAWarp A8 : £FRFE=R
HERD XA

MEREXT EE

V1: WarpR50% %= iR

V2: §EImFEFEKRWarp
V2EEV1R~1.5-21%

A

V2R F R IDER R IELL

)R if(tid % (2*stride) == 0) F-EWarp N/ 32 Kl — — B FE S I8, GPUF R 50%!




B\ FLRAV2: IRFSE (B3REESE)

// V2 issue: non—contiguous memory access ® Wﬁé’# (CoaIeSC|ng)
// when s=64: read sdata[0..63] + sdata[64..127] . Eéﬁ%*;iﬁ r'i_l E%ﬁp\]ﬁi@iﬂ:

// contiguous! but when s=1: only 2 elements

. EHAHAROHNEES
// V3: reduce during load (best coalescing) NN . .
int i = blockldx.x * (blockDim.x*2) ° 32%*%1}5|@32/|\éé§ﬁﬂ0at -1 /)’31 288%%
+ threadldx.x; ° P LS
sdataltid] = in[i] + inli + blockDim.xJ; IFS #E(J{t{ﬁ
—swotreacs() . BENBIT: SHR1RES - 321
for (int s = blockDim.x/2; s > 0; s >>= 1) { o THAMARMI00%EE~3%
if (tid < s) .
sdataltid] += sdataltid + sl; ¢ V3: buﬁwuagg
N . SHRINR2ATEIHEN
o ZRIRF, LETEAL
// only N/2 threads needed —> 2x efficiency * %_;xﬁ)% Wﬁiﬁﬂyﬂgé#%gg
// while maintaining coalesced access ° g.ﬁ_m%w%
* V1 - V2 BRDZKEE (~2X)
e V2 - V3: INERFLY (~2x)

// Benefit: first load processes 2N elements

KRB MBI ZY): A2 TCR A, LRRBOIEEAL BRI AR, S — IR 4R AU A R0 e ok B




B\ FAERMMA: Warp Shuffle

// Fully optimized reduction kernel

__global__ void reduce_optimized(

float *in, float *out, int N) {
__shared__ float sdata[32]; // 1 per warp
int tid = threadldx.x;
int i = blockldx.x*blockDim.x*2 + tid;

// Grid-stride loop + reduce during load
float sum = O;
for (; i < N; i += gridDim.x*blockDim.x*2)

sum += in[i] + in[i + blockDim.x]J;

// Warp—level reduction (no smem!)
for (int off = 16; off > 0; off >>=1)
sum += __shfl_down_sync(OxFFFFFFFF,
sum, off);

// Lane 0 of each warp —> smem
if (tid % 32 == 0) sdata[tid/32] = sum;
__syncthreads();

// Final warp reduces partial sums

if (tid < 32) {
sum = (tid < blockDim.x/32)

REBE N

__shfl_down_syncE #:{E 1718

SR — — T

j:[: S
e

=
N 7

NAF, il

MU ER
HEATF: TILE*sizeof(float) -> {X32*sizeof(float)

__syncthreads: log2(N))x -> {X1.&

=HEREH

1. Grid-stride loop: 4N 21 TTERNN

2. WarpA: __shfl_down_syncl38y(BEEZ=RTE)
3. Warpial: {Xlane OB EXZRWTF, &x&Warp/3¥

A AmN?

BHWFRE (grid-stride)
S1FeSE & (shuffle, TobankH1ZR)
&/PESE (IR 1)X__syncthreads)

atomicAddiBEFRZ B E&kernel

__syncthreads, R Warp i {E 772k

KR



D\ BSOS

L N

RS E=8 57 =X HASES
V2 ip S il ~2X HIRID XA E
V3 JIlE=A:NYEED) ~2X BFRFRE
V4 Warp Shuffle ~2X HEREZREFRES
V5 Grid-stride loop Ay R L EBER KN
V6 atomicAdd Hkernel HIRZ B ER

GPUMEALAL L R N S 25

1. HERWarpN 7 &R 2. GIFERNAFTI 3. ML N

4. i HWarpZ J5ig s/ [F25 5. feoRAk o H Z REE IR 6. {fi F Tensor Corefill#i 4k [ iz .




B\ CU DATZ2BEE: KernelofE

// Stage 1: block —> partial sum
__global__ void reduce_stagel(
float *in, float *partial, int N) {
extern __shared__ float sdata[];
int tid = threadldx.x;
int i = blockldx.x*blockDim.x + tid;
sdata[tid] = (i < N) ? in[i] : 0;
__syncthreads();

for (int s = blockDim.x/2; s > 0; s >>=1) {
if (tid < s) sdatal[tid] += sdataltid+s];
__syncthreads();
}
if (tid == 0) partiallblockldx.x] = sdata[0];
}

// Or use atomicAdd directly:
__global__ void reduce_atomic(
float *in, float *result, int N) {

__shared__ float sdata[256];
int tid = threadldx.x;
int i = blockldx.x*blockDim.x + tid;
sdatal[tid] = (i < N) 2 in[i] : 0;
__syncthreads();
for (int s = blockDim.x/2; s > 0; s >>=1) {

KR N CUDATCYELE— kernel N 5Blockla] 5, A R AT 24 2645143

AHAEEKernel DR ?
CUDASEZBRLIRIE
REEE—kernelAEBlockE
Block Z BT /I e AN E

RS2

Stage 1: &Blockl34y > — 1M EB Al
Stage 2: HARBEIDF -> REL
[RNEBREE: kerneliZ R
atomicAdd5E %

Ekernel: 8BlockZ R EH#%atomicAdd
BREEESHHE

Block# /> By % g Al &5

RAELR

X 2GPURERE B TTHIERE

B B us i F atomicAdd,  iX 2 GPUZ R AR 7 ) MR AR 24 3R




AARGPURM ® #

F—RHER—ME - Hopper - Blackwell = NVLink




B\ GPUZHSR;

- (2012-2024)

Kt A: E—U R HERER_L—CHIERE,

Kepler 2012
Maxwell 2014
Pascal 2016
Volta 2017
Turing 2018

Ampere 2020
Hopper 2022

Blackwell 2024

GTX 680

GTX 980

P100

V100

T4

A100

H100

B200

R, FERE

16

56

80

40

108

132

HEBILICICEHEEE

&FH4T, Hyper-Q
eI, HERFEGH
HBM2, NVLink 1.0, &#—R1=
Tensor Core (1st), I &2 EE
RT Core, INTS#IE
TF32, &R E, MIG
FP8, TMA, Thread Block Cluster

FP4, 2nd Transformer Engine

FCZEHIESIA EEFTHEIE, Tensor CorefllEEtEEEREZRIEF Fa

KR

(B



B\ H100 SM RASA

X Z: 47 Tensor Core2AIE 11, 228KB SMEMMREE T FlashAttentionfitile X/ IR

FP32 CUDA Core 128 BiFRIsHE
FP64 Core 64 WHEE (FP3289—3)
INT32 Core 64 BUzE
Tensor Core (4th gen) 4 ¥ FEMMA: FP8/FP16/BF16/TF32/FP64
SFU 32 B EL (sin/cos/exp/rsqrt)
LD/ST Unit 32 AFmME/FhE
Warp Scheduler 4 BceycleBAESRLAHN1KES
Register File 256 KB 655361321 1728
L1 Cache + Shared Mem 256 KB o E: H=ERFHRA228KB
Max Threads 2048 64 Warps
Max Blocks 32

F4BEE N 4P Tensor Core B/ MER N FIHE, BARTE %L 228KBIL =N 1E € T FlashAttentionZ: 3 ¥ fitile K/ EFE. vs A100: SMEM +39%,

L2 +25%, #riEFP8 3 ¥

L& swmine: (B



I\ H100 NEFES

H100 WEER o HBM34F1E

e 5/HBM3H#H, 5120-bitki%k

« 3.35TB/swE (HLA1001#1.61F)
o ECCIRIF (BUERPLORKAIEM)

T ias: 256KB/SM x 132 SM

= 33 MB 4271754 e L2 Cachels®
e 50MB (EtA100%25%)
L1+3L52: 256KB/SM x 132 SM o 52 Persistence: AIIEEEIEETEL 2

e cudaAccessPolicyWindow APzl

* Inline Compression

o EHBEREHEEBERNEFREISMBER
- BYHERARZ2E

« NWEEFRIER, THEABEK

* Compute-to-Memorytt

e FP16: 1979 TFLOPS / 3.35 TB/s
S LA ~116 MB « =590 FLOP/Byte — i+ &=E5

=33 MB L1/4t=
L2 Cache: 50 MB (£&GPU#t=x)

HBMS3: 80 GB, 3.35 TB/s

L& swmine: (B



)\ Tensor Core KRR #H

BB G LI EIAEE(FP16—FP8—FP4), it S B AERH%F CH

s

Volta 2017 FP16 XS AMMA
2nd Turing 2018 FP16, INT8, INT4, INT1 R
3rd Ampere 2020 FP16, BF16, TF32, FP64, INT8 TF32B5NNiE, HiH
4th Hopper 2022 FP8, FP16, BF16, TF32, FP64 FP8, Transformer Engine
5th Blackwell 2024 FP4, FP6, FP8, FP16, BF16... FP4, 2nd Transformer Engine

V100: 125 — T4: 65 — A100: 312 — H100: 990 — B200: 4500

KR



‘\H1 00 Transformer Engine

WE NS B AEAL

Input — Stats — Select Precision

o AHAEETransformer Engine?
 FPSREESEXRETCE/), BFHiEL

e AEE. REtensorBEARBRE

s FHEBEBEAER

!

FP8 OK? — FP8 (2x throughput)

o Iﬂ;}gﬂ else — FP16 (safe precision)
- BEBMNEEFPSIHFP16RE l
o IRiEtensorMAIHSIENSIRE Output — next layer

» {ERper-tensor scaling factor{RIEFEE
o HIEHNE: EETISHEZRER
 FPSIEI

o  EAMS3: AMUISE+IEE (BIERE) - Yl HLFP164uiRm130% (Jois B4 2K)
o E5M2: 5EH+2fUEH (REEHE)

- HEFE: FP8ELFP16124%
o SBE vs BEMNNE F‘

« HEZE 7 F: PyTorch, JAX, TensorRT

« —FT4CH T : with te.fp8_autocast()

KR



‘\NVLink 4.0 5 NVSwitch

AHAEE: KERSAZ GPUMME, NVLINk#E# 3 (900GB/s) 2PClel 745, HiEREKEFHITHNE

* NVLink 4.0 (Hopper) NVLINK-ENABLED SERVER GENERATIONS

Any-to-Any Connectivity with NVSwitch

B/GPU 18 1"NVLIink#EE

£l ke, v, B B Vi Hido,
HEE: 900 GB/s W Y =N i "
2 D! el VDR Hioo ||\ |3 Network
ﬂEEPCle 5'0 (1 28 GB/S) E’\J71EL — ! '3 i — 4 NVLinks l:‘ n 4 orts
T < S < T Higg ||| :
. e Y e ) oo ] || 16 NVLink
ET&GPU_G PU Wﬁlﬁllﬂ 1 £ 1 i el ‘ 1 2 e 4 NVLinks o Network
R = T o |\ pr
1 L 5 NVlinks = | s
i TXT TXT PR < = © T vroo | 16 NvLink
NVSWItCh (3rd gen) PIOD P10 PA0O. P10 — ; E = b \ Network
e e = Er T =T 100 Ports
%ﬁ?ﬂ?&ﬁé’é*@ : ] h == H: \ 20 NVLink
T - S - i B Network
DGX H100: 8 GPUZE & = 5 = = Pt
ol | Y e s
EGPUREIEMERGPU: 900 GB/s
. . 2016 2018 2020 2022
NVLInk SWItCh SyStem DGX-1 (P100) DGX-2 (V100) DGX A100 DGX H100
A+ 5 i 140GB/s Bisection BW 2.4T8/s Bisection BW 2.4TB/s Bisection BW 3.6TB/s Bisection BW
BT RNVLInky & 40685 AllReduce BW 756815 AlReduce BW 15068/5 AllReduce BW 45063/5 AlReduce BW
EE§§256/|\H1 OO%EJ\E ZAnViDIA

REE: 57.6 TB/s

FFKIREL)|| ZREERE PCle 5.0 128 GB/s CPU-GPU
NVLink 4.0 900 GB/s GPU-GPU (5= H)
NVLink-C2C 900 GB/s CPU-GPU (Grace Hopper)
NVLink Switch 900 GB/s/GPU GPU-GPU (& M JFrma @




‘\NVIDIA Blackwell B200 314

FFEESME: 192CRTF Z ] E+# T LLaMA-70B=48/E K E, H100(80GB) I+ Z

HF2L: TSMC 4NP
iR 208012 (2.6FH100)

17 192 GB HBM3e

i i 8 TB/s (2.415H100)

NVLink: 5.0 (1.8 TB/s, 2£#H100)

TDP: 1000W

SCEREZIE: 192GBRE A2 £ TLLaMA-70BL¥EEEINE, H100(80GB) A

FP4 Tensor Core (5th gen)

AMFERIEE, 20 PFLOPS, Bt&micro-scalingfRIFFHEE

2nd Gen Transformer Engine

XHFMXFPA/MXFP6, S5TensorRT-LLMREER

NVLink 5.0

1.8 TB/s/GPU, GB200 NVL72i%#721NGPU

Decompression Engine

PR AR BB AR R 4R R

Compute Capability sm_100

eS8, WGMMALEI®, & AXThread Block Cluster




B\ Blackwell X BIFTIERE

* FP4¥E5Micro-Scaling

o MIER: 1TSS + 20UiEH + 1B

* Micro-Scaling: 847tEHE=—""FP8 scale factor
« BEZAFP32 global scale, BXURISERBE

e EEIHZ=: LLaMA 3.1 405BM140GB(FP32)E48%I17.5GB(FP4)
e GB200 NVL72 BT =

* 721°B200 GPU&EIENVLink 5.02H%

e SGPURTE: 72 x 192GB =13.8 TB

o &ENVLink®%: 130 TB/s

o A{ENBE—ERNNRZER

o LLMigERT

o IEIEAM: EKH100MR11-15/Z/GPU

o YL 256 H100 TEERTFH641°"B2005T K
o BENLL: BtokentHIRBEFEIR(K 251

L& swmine: (B



‘\ Hopper vs Blackwell X

né

Gl TSMC 4N TSMC 4NP

RIS 80012 20801Z 2.6x

SM# & 132 — —
277 80 GB HBM3 192 GB HBM3e 2.4x
NFHR 3.35 TB/s 8 TB/s 2.4%
FP16 Tensor 990 TFLOPS 4.5 PFLOPS 4.5
FP8 Tensor 1,979 TFLOPS 9 PFLOPS 4.5x%
FP4 Tensor A H 20 PFLOPS g
NVLink 900 GB/s 1.8 TB/s 2x
TDP 700W 1000W 1.4%
LLM3EIE BHfE 11-15% /GPU EX

Lhrm: XERFRRETA?

LLaMA-70B#f#: H100 ~40 tokens/s — B200 ~440 tokens/s (11154 7})

GPT-4ZA Il Z5: H1008E B 75 ~90°K — B200SERETIT{XFT~15K. FPAN; A K 20 PFLOPSTEHER A KR A1

KR



B\ Unified Memory: B CPU-GPU&GTRE

1T A: (EZCUDAFEEFZEFECPU/GPURI T , Unified Memoryilt CPUFIGPUXRZa—H1f 558, Grace Hopperig B mRE

e Un|f|ed Memorymﬁ' // Traditional: manual transfers
. NI\ EYTTRUTURN float *h_data, *d_data;
* CUdaMa”OCManaged' lAﬁj Ea,ﬁﬁﬁ'ﬁlﬁl'ﬂ cudaMalloc(&d_data, size);
° ﬁ@g& g Eﬂﬁ*g (}ﬁ:ﬁ.ﬁ%) cudaMemcpy(d_data, h_data, size,
e 11 yazea = = cudaMemcpyHostToDevice);
° |E-|'ﬂ{'ﬁ$35:%ﬁ'ﬁ$ﬂ]CUdaMemey kernel<<<grid, block>>>(d_data);
M= cudaMemcpy(h_data, d_data, size,
y E%EE%@ cudaMemcpyDeviceToHost);
o  EXIBIOARA RELNER (FER)
. s s o // Unified Memory: automatic
° 5ﬁ§gﬂg1§§lﬁ|@%'l\$ BE N float *data;
e cudaMemPrefetchAsyncFE I FRBR i HENEIR e Jeh Bt
kernel<<<grid, block>>>(data);
PS Grace HOppergﬁ cudaDeviceSynchronize();
// data accessible on both sides!
* NVLink-C2C: 900 GB/s CPU-GPUE %
// Optimization hint
R4 —71
* EE#F"&’ET? ﬁ l'&" cudaMemPrefetchAsync(data, size,
. HIFNSG—NE ERETEFEY deviceld, srear)

IR, Ems
KR



B\ Grace Hopper / Grace Blackwell it XY oy

* Grace Hopper Superchip

* Grace CPU (72% ARM Neoverse V2)
e + H100 GPU (132 SM)

e NVLink-C2Ci%#%: 900 GB/s

e CPUR7F: 512GB LPDDR5X (546 GB/s)
« GPUR7E: 96GB HBM3 (3 TB/s)

. ERUH—NE

e CPUFIGPUZLTEERRIERIX S ATE

o WHEFEME

« GPUATE#EBE4AETHBMBREF

o JHIRTEHARPClefhizR

Grace Blackwell Superchip (GB200)
Grace CPU + 2x B200 GPU

NVLink-C2C: 900 GB/s (2GPU)

S GPUARTE: 384 GB HBM3e

RGPU®E: 16 TB/s

NVLink-C2C vs PCle

C2Cw : 900 GB/s vs PCle 5.0: 128 GB/s
C2CEER: R (F EEZERA)

C2CIh4E: LEPClefR5(&

SRR

BAREERE (FEARF)

HIEEIE (CPU-GPURE )

BZEE (f—RERR)

S

KR



‘\AMD MI300X &7t (=F:E

MI300X #Z/INE#

CDNA3 Z2#3, 8 MMHETSRL (chiplet)
TSMC 5nm + 6nm

15301Z@IRE

£7F: 192GB HBM3 (ZHE&X)
o 5.3 TB/s

Infinity Cache: 256 MB

Kbatch#IE4EE5H1 00483
IN\batchZERALHEL40%
NESF=ME (192GB vs H100 80GB)

ek
ROCMAESA U CUDARK
B ELE R A TE
AR ERTIER /)N

B7F 192 GB 80 GB

TH o 5.3 TB/s 3.35 TB/s

FP16 1.3 PFLOPS 990 TFLOPS

INT8 2.6 PFLOPS 1.98 PFLOPS
L2+Cache 256MB IF$ 50MB L2

i Infinity Fabric NVLink 4.0

miz ROCm/HIP CUDA

e |
| XCD | XCD | XCD | XCD | « 8MNt&E ik

——t——t———

| XCD | XCD | XCD | XCD | <« Infinity FabricE &

) I

[HBM3][HBM3][HBM3][HBM3] 192GB

FBRNET GPUBIFT, XIENTIEF A
KSR



)\ Thread Block Cluster M %=

« GEMM{ii4c R Cluster

o {&45: BBlocklIINEH £ FEAFtile

» Cluster: —Blockinz;, HfttBlocki@E oA EZNFIAE
« BAOEBAEFTEHEE (multicast loading)

 TMA Multicast + Cluster

 TMAIFR 2B RFHIERTIZE ClusterIZ 1 Block

« ffl: 2x2 Clusterfil#4 Mile RF2XRERFBAFIER ((ERFEIR)
« ERREFERERID50%

¢ FlashAttention-35 I Kz F3

o FAClusterstIZMBIKV cacheH

* A[EIBlock&HE R[Eattention head

o BESHANHERFHEK/NVERE

 CUTLASS 3.x

* NVIDIARZEPFIZE EE £ E 2 Cluster

o B ASHAXZAFHIUGEMM

L& swmine: (B



‘\Tensor Memory Accelerator (TMA)

RRNIEDE: FRENFE NREAXELEMUHIHE, TMABEHBHTR, BETERIR

« H4ARTMA?

- LREMFET, MEKELIRER
- EBAE o HZRTEF (RE)

- XFH1DISDKESL

R U

- BEERKE, BREMWarpliitE
+ AEASMItERE (Bffoffload)
- XRSHREEEEH (ERET)

smem(tid] = gmem[base + tid];

__syncthreads();

o RBREWIT, IEHEEE if (threadldx.x == 0) {
e MulticastiEz, cp.async.bulk.tensor.2d.shared

e —REBRWFEZEE - 2/ Block N EZ=R%=E
 Ft&Thread Block Cluster{&EF8
o KNiRBDHEFES S IHFE [smem], [gmem_desc], ...J;

::cluster.global.mbarrier




B\ TMA HETH

// TMA descriptor (created on host) ¢ HOStﬁﬂuﬁ: ﬁu @TMAﬁﬁﬁ
=btensorlap tensoridap: « cuTensorMapEncodeTiled #iRKEWHE

cuTensorMapEncodeTiled(&tensorMap,

CU_TENSOR_MAP_DATA_TYPE_FLOAT16, ° j:gfg;kﬁg;l’égg . ggrg . 5-]-_/t
2, // 2D tensor

globalAddr, // global memory addr e boxDim: E}k%ﬁﬂgtlleklj\

globalDim, // global dims {M, K} - e —h P \ih =
globalStrides, // global strides ¢ SWlZZlG*EZ_Et E ﬂ&%Bank/qut

boxDim, // tile size ° Kernel-ﬁﬁuﬁ: E%Eﬁﬁ{gm
elementStrides, // element strides

CU_TENSOR_MAP_INTERLEAVE_NONE, e __grid_constant__: #iARFEE EERNEFEA
CU_TENSOR_MAP_SWIZZLE_128B,

CU_TENSOR_MAP_L2_PROMOTION_L2_128B, ¢ 'fyg%*EOEETMA?;TE{/E
CU_TENSOR_MAP_FLOAT_OOB_FILL_NONE); q H$Q%*3DEE|EJ Hjj:;:l/{rj_ﬂif-l_%
// Using TMA in kernel e Barrier[d 5%%&?&?%%

__global__ void gemm_tma(

const __grid_constant__ C AVASS 1‘5%7‘3— EC
CUtensorMap tMap, ...) { . ﬁ%é}E 32%*;%?%m_§ﬁfj\ﬁ§)§

extern __shared__ char smem[];

auto bar = (cuda::barrier<...>*)smem; e TMA: 1 g%*ﬂni + ﬁE{L‘F g ﬁﬂ}ﬂﬁ\@

if (threadldx.x == 0) {

init(bar, blockDim.x); e *%735(31 /I\?iﬁiﬁflﬁﬁﬁ 'L-l_%
cp_async_bulk_tensor_2d_global_to_shared( o g ﬁ]ﬁf@ﬁ%%'ﬁ:(OOB fl”)

smem + off, &tMap, X, y, *bar);

}

__syncthreads();

bar->arrive_and_wait();

}

m rif g3t
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‘\Thread Block Cluster: fi#RFESMEIEIL

RS

L

fRRNIEE: BANSMIEZREFAXIN(228KB), ClusteritBNSMEZHE, BT ASMEMBE

FMBREEIR

Grid — Cluster — Block — Thread
ClusterABlock{RIEEFEBSM _EHIT
X FFEBlock I ERNTFIAE

SHAHERFE
ClusterABlock Al E HBlock I HZRTF
JEIRLE BN ERES
BEEEEEBlocktMERE X

Cluster X/

AJ#8EE A 8/ Block

H1003ERT#4E: &£ 16 Block

Blackwell: 216 Block (E]#518)

// Compile-time cluster size

_ cluster_dims__(2, 1, 1)

_ global__ void kernel(...) {
namespace cg = cooperative_groups;
auto cluster = cg::this_cluster();

// Access distributed shared memory
extern __shared__ int smem[];

// Access another block's shared memory
int target_block = cyclic_next(cluster);

int *remote_smem =

cluster.map_shared_rank(smem, target_block);

// Cluster—level sync
cluster.sync();

}

// Runtime cluster config
cudalLaunchConfig_t config = {0};
cudalaunchAttribute attrs[1];

attrs[0].id = cudalaunchAttributeClusterDimension;

attrs[0].val.clusterDim = {2, 1, 1};

S

rif g3t
KR



‘\E’rﬁmﬁ'—i KL

Producer Warp (¥dE#3):

[TMA Load SOJ[TMA Load S1][TMA Load S2]

Consumer Warp (i13):

[wait SOIWGMMA SO][wait STTWGMMA S1]

— FREEAT R L ER

[Load] [Load] [Load]

[Comp] [Comp] [Comp]

FEHEM (cp.async)
EREAFE->HERNEFNRSEH
AEERESHFS (BEIEN)
cp.async.bulk: TMA#ft £{&%)
Warp Specialization
REWarpEERERE
Producer: fAsRTMAZHEINEL
Consumer: fazZTensor Coreit®
&Eid Barrier[@ £

ZHEMKE
2-ANHEAFERX
ProduceriggifinEL ™ —HtE4=
Consumer&b I8 S ai it R 23E
S ERFEREEE

S

rif g3t
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‘\CUDA Graphs

fERAGIERR: \kernelICPUBBhFF$HE (~5us) & tbid X, Graph¥2 kerneliTE—IRIBZZ

// Problem: small kernel launch overhead ¢ 7‘]1‘|'/A%§CU DA GraphS?

// Each launch: ~5-10 us . = A W

// 100 small kernels: ~1 ms overhead! kernelﬁﬂﬁcpuyﬁﬁgﬁ ( 5 1 OHS)
o FEZIJMIE: K=2/\kernel

» CPUFHRL AR

// Solution: CUDA Graph capture & replay

// 1. Capture o GraphE‘Jﬁt;"&
cudaGraph_t graph;
cudaStreamBeginCapture(stream, ...); ¢ _>kj:@& y gﬂiﬁﬁ
kernelA<<<g,b,0,stream>>>(...); 3 -
= /1> =
kernelB<<<g,b,0,stream>>>(...); * IE&'/ CPU-G PUQE
kernelC<<<g,b,0,stream>>>(...); ° gﬁi%ﬁt_”jﬁﬂj kerne”%{*ﬁﬂ] ijf_]g

cudaStreamEndCapture(stream, &graph);

o  FiFkernelBHKIKZZE (DAG)

\,
cudaGraphExec_t instance; ¢ CUDA 1 2'XESIJE
cudaGraphinstantiate(&instance, graph); . E}J%\Q\E%ﬁ' (1%EQ§&K%E@ )
// 3. Replay (very low overhead) e FEMHTRIFH

for (int i = 0; i < 1000; i++) { e STMARICluster&Epk

cudaGraphLaunch(instance, stream);

) « PyTorch&m

// Replay overhead < 10 us (entire graph)
e torch.cuda.CUDAGraph()
» torch.compileBzh{EF

// 2. Instantiate (compile/optimize)

M rif g3t
KR



~44

ZEREHE: FP32 > FP4

L\

FP32 8/23 +3.4x10° ~ TR B F
TF32 19 8/10 +3.4x10° ~ LB F 990
BF16 16 8/7 +3.4x10° ~ 2B F 990
FP16 16 5/10 65504 ~ LB F 990
FP8 EAMS 8 4/3 +448 ~ LB F 1979
FP8 ESM2 8 5/2 57344 ~0.5U B F 1979
FP4 4 2/1 *+6 2MME B200: 20000

S @1 Scaling FactorfilMixed Precision i B& {443 15 24 i 1

Sk Y45 I BF16/FP8IE 4, 1HEFE I FP8/FP4




B\ FP8 IS S

¢ FP8 'U”glﬁ\ # PyTorch Transformer Engine FP8
. Eﬁﬁ1§?§ FP8 E4M3 (*%F{jﬁ%) import transformer_engine.pytorch as te
: 2.
° }ir’ﬁj{g% FP8 EBEM2 (;ﬁ'fjﬁf‘ﬁ) # Training: one-line FP8 enable
_ - - model = te.Linear(768, 768)
° *REEEEHUZK FP32 ( EE{**‘") with te.fp8_autocast():
* Per-tensor Scaling FactorslZ&EE output = model(input) # auto FP8
) LOSS Sca"ng # Inference: TensorRT-LLM FP8
N . — from tensorrt_IlIm import LLM
« BEEBEBERR/I, FP8EZ Tk lim = LLM(model="llama-3-8b",
+ MR BKloss > BABE - FPeR2EHE e e
output = lim.generate("Hello")
o FEHBHEERERE
# Manual FP8 (PyTorch 2.1+)
® Eggi% x_fp8 = x.to(torch.float8_e4m3fn)
R PyTorCh: torch.float8 ed4m3fn scale = torch.tensor(1.0/absmax(x))
- x_scaled = (x * scale).to(
* Transformer Engine: te.fp8_autocast() torch.float8_e4m3fn)

e TensorRT-LLM: BZIFPSE

m rif g3t
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P\ GPUtEESH TR

AtA: &Bprofiingdiitb 2§ BB. Nsight Compute &5 iF{RiRS7E B

e NS'ght Compute (kernelg&) # Nsight Compute (kernel-level)
. \ A (A3 4 M A ncu ——set full ./my_app
5] *FFE l kerneIB’J.ﬁé’E &Hb ncu ——kernel-name "gemm" ./my_app
° Wﬁ% i) . -I;|—:§_§ i) ncu ——metrics sm__throughput.avg_pct \
P ./my_app

o WarpfirE, GEX

o ROOﬂineﬁj\*ﬁ' # Nsight Systems (system-level)
nsys profile ./my_app

° Ns|gh‘t Systems (g%g&) nsys profile ——trace=cuda,nvtx ./my_app

® %%%'l&ﬁg HT_I- TEH?% # NVTX markers (in code)

. CPU-G PUB‘EELﬁj\H? #include <nvtx3/nvtx3.‘fl1pp> -
nvtx3::scoped_range r("my_section");

* kernelFzFEiR

N - \ # Python NVTX
-/ gG PU/% IE*EE.H“HMJG import torch

with torch.cuda.nvtx.range("forward"):

 CUDA Occupancy Calculator
o HEELHAXR
# Occupancy API

O 'I«/D\%U Eiﬁﬁﬂ:@ﬁ int maxBlocks;

output = model(input)

cudaOccupancyMaxActiveBlocksPerMultiprocessor(

e cudaOccupancyMaxActiveBlocksPerMultiprocessor()

&maxBlocks, kernel, blockSize, sharedMem);

IR, Ems
KRR



D\ HEREG R IES

o Step 1: RERIAEE

o tEAlI = EAFLOPs / #iE(EHiBytes

o XJtbRidge Point¥Iif: HTFHRER or HHEHRIA
 Step 2: RFRIMNALFERE

o BRAOERRNEFLE (XERFEF. FUEER)

o HERFHOER (SHiBE. BRBankHsR)

o FERATMANIRLZHEN (HTESEHWES)

o FIFL2 PersistenceizBEFmH R

» Step 3: BRI KBS

« {EMTensor Core (FP16/FP8/FPA%EMIZE )

o [REFE (FP32 - TF32 — FP16 — FP8)

o WAIEEEHE (WFlashAttentioni@i /P softmaxFFis )
o IBIMESRITE (BHREF. AEk)

e Step 4: I0iF

« Nsight Compute profiling, HIAMRFEEERR

o IR MAATRETHRINER /R A

KR



PART 06
AT & AF

B RIEN A FSEFRIaER - FlashAttention - PagedAttention - Kernel Fusion




‘\*ﬁ?ﬁAttentionE@ll‘lﬂE:E: O(N?) Nf=EHESn

BRI GER: tr/EAttentionZ ZO(N?) A7 g BEE %, N=128KATEZE64GB — ZF#HKA T!

RfEAttentionit EiFRTE

S=Qx KAT — NxNiERE (N=FFIKE)

P = softmax(S) — HFETENxNIEE
O=PxV — X —IRFEFE3R

AT

FhEIZEfESFIP: O(N2)ATE

N=4096: SFZE 40962 x 2B = 32MB (AJ#&£3%)
N=32K: & 2GB (#®)

N=128K: £ 32GB — #iZGPUEF!

(o] =1} 1]

SHIPAAE AHBMEE[E]

HBMiIES B A#RF (bandwidth-bound)

Al = d (head dim, 64-128) — ={EFRidge Point

FHIKE vs WERR

N=1K: 2 MB + B#

N=4K: 32MB + A%

N=16K: 512 MB ERAAEER
N=32K: 2 GB EFHK
N=64K: 8 GB x BEXLBELH

N=128K: 32 GB x BHE7F!

KPS R AR

GPT-4: 128K, Claude: 200K, Gemini: 1M+

S

KR
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‘\FIashAttention: S + Online Softmax

BB KimAmaterialize NXNiERE, 988 + online softmax, IOSZEMO(N?)EZIO(N2d/M)

. ﬁﬂi‘l‘% ElilsihAttention B AR
o QA B/NRQI, KV BL/INRK/V]

o FXRRUTEQIXKIATH/NR (FESRAMA)
o THEFHETENXNIERE

* Online Softmax

o {&GsoftmaxFEEBmaxFllsum

e  Online&i&: EREFmaxFsum

. IOERENH |
: \
o fmEE: O(N?) HBMIZEE

All computation stays in SRAM (228KB on H100) — no NxN materialization

F :

* FlashAttention: O(N2d/M), M=SRAMX/\
A H1 OO M=228KB N »ﬁ&&_’_{%HBMi}‘J—l‘Iﬂ |OE’7:|¥E: O(de / M) VS *B_‘)E O(NZ) - »&&&+1§HBM$|~EJ

« WEEARE, BIOXIERKD>

L& swmine: (B



‘\FIashAttention—Z & 3

FlashAttention-2 (2023)
/> IEFEFEFLOPS (rescalingfiift)
FiFWarpo X B/DEE
QEHREINIE (FLPHBMBA )
XEIA100IBICIE B ~T73%
EEFATIR2ME

FlashAttention-3 (2024, Hopper)
) FAHoppert@ {4451t

TMARZINEHQ/K/V tile

Warp Specialization: producer + consumer
WGMMABERKWMMA (EE3K)

FP83z#F (block quantizationf&IKIRZE2.614Z)
IXEIH100IBERI~75% (FA21X35%)
EbFA27EH100_E1#1.5-21%F

FlashAttention-4 (2025, Blackwell)
BRE1 PFLOPRYAttention kernel
7Asm_100 (Blackwel) &I 4t
=RZMA A Mexp2 (BiESFURRST)
BENTERNMEEE (BUEHIT)

B rescaling: (XELERfrescale
Flashinfer (2025)

B EFIBCUDARER + JITHRIEES
B AttentionZT/K R

HiH: i4tBICUDA kernel

X EFSEMAttentionfE =

A1
E A ELLMIEZE IR A
PyTorch sdpa()#RIAfEFFlashAttention

S
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R\ PagedAttention5SvLLM

« LLM#EENRFID=E

e KV Cache: Etoken®EKHIVa =

o K/\: 2 x layers x heads x head_dim x seq_len
 LLaMA-70B, seq=2048: ~5GB/igK

« BHAEE MpERAKE - R260-80%
« PagedAttention#Z/\B78

o RE BRIERREMAFSR

o KV CachefZfEEIFELGPURNTFEIRA

«  SBlockEIEA/I\ (%116 tokens)

* Block TableigREIA—>¥7 12 Sy

o  HIADEC/BEMBlock

- XEFL

« HWER#E < 4% (vs 60-80%)

o ¥ EKbatch size > EaFML
o X#Prefix Caching (H=wI%)

PagedAttention NiEE

R4 (EEE 5 T):
Req AN |
RegB:[IHIINEENE |

B-EA _=R&EFSHE)

PagedAttention (43T1):
Block Table A: [BO—P5, B1—P2, B2—P7]

Block Table B: [BO—P1, B1—P4]

YIEAF:

[P1:BIP2:AIl___1P4:BIP5:Al__ 1P7:Al

— HFHM, JLFTCR %

— Prefixdb = £k 4L I AH R B 23 Block

S
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(B



D\ PagedAttention A

vLLM (2023, UC Berkeley)
FHELLM¥#EIES|ZE, sLIlPagedAttention
ERARRITHLLM servingtEZR

X¥F5: LLaMA, GPT, Mistral, Qwens
MEREIR Tt

&it=E: tkHuggingFace&2-413
tbTGIE2.213

RFHE: X#FE Abatch

Continuous Batching

&% St BELETH
Continuous: &K 5eXIZENE#

e &PagedAttentionsISEIEKV Cache

Continuous Batching

f&4z; Static Batching:
t0: (AN cEll CH ]
t1: [AIIIINEE GBIl _ ] < C done, slot wasted

Continuous Batching:
t0: (Al cEll CH |
t1: [AHNINEEEE cHlll ONEEEE] < D fills slot!

+ Speculative Decoding

* Prefix Caching

« Quantized KV Cache




B\ Kernel FusionB¥Z AR

o ?SM‘I'ZE'%EKerneI Fusion? Unfused (3 kernels):

e &/ kernel: MHBMiE — & — EEHBM HBM->[MatMul]->HBM->[Bias]->HBM->[GELU]->HBM
o &EZkernel: FEIEREHBM LFIR 6x HBM read/write

o element-wise®{E (RelLU, Add) JLFLERFERE

o EiE: 2PMMRIEE—kernelH5ERK Fused (1 kernel):

o EIESE HBM->[MatMul+Bias+GELU]->HBM

* Element-wise Fusion 2x HBM read/write (3x less)

e Y =ReLUX*W + b) = — kernel
* Reduction Fusion

e LayerNorm: mean—>var—>normalize = —““kernel
. . « torch.compile: auto fusion
* Attention Fusion

. - TensorRT: NVIDIA inf it
e FlashAttention; QKAT—=softmax—xV — —/\kernel ensor inierence optimizer

* Triton: Python DSL custom kernels

« XLA: Google compiler framework

« CUTLASS Epilogue: post-GEMM fusion

KR



A\ Triton: Python GPU%TE

# Triton: Python DSL for GPU kernels
import triton

import triton.language as tl

@triton.jit

def fused_matmul_relu_kernel(
A_ptr, B_ptr, C_ptr, M, N, K,
BLOCK_M: tl.constexpr,
BLOCK_N: tl.constexpr,
BLOCK_K: tl.constexpr):

pid_m = tl.program_id(0)
pid_n = tl.program_id(1)

offs_m = pid_m*BLOCK_M + tl.arange(0,BLOCK_M)
offs_n = pid_n*BLOCK_N + tl.arange(0,BLOCK_N)

acc = tl.zeros((BLOCK_M,BLOCK_N),
dtype=tl.float32)
for k in range(0, K, BLOCK_K):
offs_k = k + tl.arange(0, BLOCK_K)
a = tl.load(A_ptr + offs_m[:,None]*K
+ offs_k[None,:])
b = tl.load(B_ptr + offs_k[:,None]*N
+ offs_n[None,:])
acc += tl.dot(a, b) # Tensor Core!

acc = tl.maximuml(acc, 0) # fused Rel. U

Triton vs CUDA
Pythoni&i&, ITHEC++/PTX
BattilingfINFERE
t.dotBE@fEEATensor Core
BOb IR

program_id: Z{lblockldx
tl.arange: MEMXXR5]
tl.load/store: BaI&FHiA1D
tl.dot: ¥8PE3RB shTensor Core
AT AEE
torch.compile/Fiwm B Triton kernel
Al SERIELENSMHBMFEH
MEERRITFSCUDA (90%+)
FEMERREA10f5 L

35

OpenAlFFig, #tXiEER
ZEFAMD GPU (ROCm)

S

rif g3t
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[BEETFMITIC )

‘\gGPU# TR (TS

3D Parallelism =&

o BIEFH1T (Data Parallelism)

« BGPURE=EEEEIAR, LEBEAREEIEbatch
o BEEIZAIReduce@# (NVLINKINE)

o FERBEX, EEEARKES TEGPU

o ¥HEFH1T (Tensor Parallelism)

o EMNMayerWNER TS EIZGPU

o FEGPUEMZEES (AllReduce/AllGather)

« EATREA (NVLINkS®H) , BF2-85

O iﬁfJKg’z#ﬁ (Pipeline Parallelism) x DP=64 replicas (InfiniBand)
o« RARESEEIARREGPU

« GPUBREZEHEE (BEFLD)
 FEMKESE (HHGPURR)

TP=8 ("M = A, NVLink)

* TP=8 (15 ;5 ANVLink)

« PP=16 (577 &iInfiniBand)

- DP=64 (&% 7117)

* NVLinkH{ T-TP, IBH T-PP#IDP




D\ SHLLME

T

A (T )

Prefill vs Decode

Prefill: 2B Aprompt (H &5

Decode: &Ftoken& (RFEZE
R ISR AE

Prefil BB
Kbatch#E[%#3k — T+E RN
BJ7E 5 F A Tensor Core
FEREURFprompti<E
DecodefftE&
FIXRERK1 M token
FEPE-MIER > NEHRIR
KV CacheiEtERESHER
batchi# AGPURI BXES

)

AR

Continuous Batching
IBERTTRIZENEHE, BRER
Speculative Decoding
IMEBLAE R RIE, KIREFHTINIE
IE2-31E, FIFHMEHRE

KV Cacheflitt

PagedAttention: B NEEE
Quantized KV: FP8/INT8E%4&
Grouped Query Attention: JE/PKVK/N
Disaggregated Serving
PrefillflDecode B RRIGPULEE
ZEMHEGERE

B SR MEEBEKY Cache

KR
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P\ GPUSEHIHRE: BHBCUDA

e Triton (OpenAl, 2021-)

e Python DSL, BzftilefliEE

» torch.compileZiI\/Tix

o KIBRIEGPUmEIIHE

e torch.compile (PyTorch 2.0+)

o B3R + BRI + TritonfSAB R

* model = torch.compile(model) # —17/5F

« Bxzfikernel fusion, REFEMAL

 MLIR/XLA

o miIFFREMILNE, XRHSMESEIR

e JAX/TensorFlow{ERAXLA

o Z—IRLMEBEFEMA

o BHRSHMAO

« MFECUDA - FmiFZssBEoifiit, BEEREENAEE

e ChipletZ2#3 (AMD MI300X 8v#i, BlackwellZdie) =IEEFRRH

e MHEIE. FRHE(PIM). AlIREIKernel£MERES D ahEe (=

KR



-

Eav =E2

\|

ChipletZ24a

AMD MI300XE R F 8%+

NVIDIA Blackwelltt{# £ dieZ2ia
RiFEdieERES, RER=E

Y¢EE (Optical Interconnect)
NVLink F—H B 86K B Y 55 12
EFamn. BRINE. ExiEE
RRARIEERERE SR

FWE (Processing-in-Memory)
FEHBMWEPERLITHIZIE

H R EIERRIZHRET
Samsung¥/ BEB/RE

ARG B Kernel £5%

LLMAER {4 CUDARES (CUDA-LLME)
s FE S iibkernelS#

ShRpt e

S

apEEE
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‘\%—EFE;‘\

GPU vs CPU. SMZ#, Warp#ifT. BfF

04 i Z %% 05 AR GPUZ# % i 06 ATEAF 7

Hopper H100. Blackwell B200. NVLink. FlashAttention. PagedAttention. Kernel

— "
RooflinefR& | §HihiE. GRAZX. Profiling TMA Fusion. Triton

SR ke B





