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« H/AMapReduce C.&3H AL, HIFE 2@ LIEIEH

PEER A, ANBE 2 P B ORI 77K

— Iterative jobs: IR ZHIEFAHE, FELZNDHATERAE
Z || E R4, MapReduce job tf, A& HIEF
RS HE R, F[ERZIOEME, MHRAIMIRE

— Interactive analytics: HadoopZ:# F 1% FH IR & 14 2 )
, FISQL¥EIT, 0. Pig, Hive. MEAEEMT, FH/ W]
REABEE NI — DN EIRERINFAF, 2 TER. (HE,
Sbr_FHadoop B 1R KIMIEIR, RN EE M HE A 15 B s

—Real-time: MapRedeuceJIEIRIR K, ANfE S 7 LT it b
aiil




uml.org.cn

QCO@OP  JhResE
SR

o MR TTI: NIXEE N F PR ALRE e 1A A
— Google Pregel: F+ & 4b3
— Iterative Mapreduce: AbFRIEACATSS
— Storm for Stream :  Ab ¥ S I B
o |n] .
— ANRETE 35 T A B 51
— IXEEEANFIN R, I T HE
o XEERN AT LN AR ZEREE. M
X&%MapReduceﬁﬁ&ﬁ}%/l\El’J
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Spark
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-~ RDD

- AR, AR, R4
— VA EEA LA

— Spark{# §g 52 5%

Spark Streaming

7 A S48

— ) % F Spark
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o Sparkfi%if

e RDD

« MAMILEAE. | HALE. RNk
o U FEHLA

o Spark{*f:BESLE
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« UC Berkeley AMP=EES 2 B 70 BT %

Shark Spark

SOQL Streaming Sataptix e

HDFS / Hadoop Storage

Mesos Resource Manager
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Spark

— S BRI A SO AR S
o Hip: aSCRPISISEIR. 2B AWt

NSRRI 5

AJAE N A SRR T SR HORs

SOAFENAET, DAAg R U In] g 3R

o« SZI:

Scala

55 Sl

— Pt PTLLEESGFRFIVM. 1B S XUE R . R
— [A] B} 32 FfJava. Python API

« EH M
— W& H LA B N, EdE S E A R A A B A E
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Spark

» PEREEIHadoop | s RIS ARAFAE N A7, X
TIERBERERIR =

o }2ftttHadoop® FZHIAPI, BykscEE = A

H:1/1081/100

o [ltHadoop®iEH, MY AMap. Reduce it

1E

o St Hadoop i API, >ZHFiLE A Hadoop >

] %55, WHDFS. Hbase. SequenceFiles......
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RDD-7E X

e RDD:Resilient Distributed Datasets (58144 A7 202

RSy

!

o ABL, Al XIEESE (BEER AR, 0. 2

H., W55
o WA DUMHRIEE,

i 7 H R B
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RDD-fl/ £

(T

o« FAE IR
—Bltn. ESLEE RS (WHDFS) )3
—F— A ScalatE & (. ) FHATIHATIL, KGR A

Rt RIE B 2 AT s b

o« ¥4 L H IRDD
— JEIT A E R R, TR

 Transformations operations: map, filter, join, etc.

« RDD#[S&Lazyffl, Transformations{I#:4E A3
brA, RASFE - NMaFEERITN, 7
25 )73 47 Transformations.

~
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RDD-fl/ £

s

e Persistence: B] LLfe € WILERDDSHELH, JFiEFE
171 TR WJﬁD%EV\]ﬁmﬁ%ﬁ
-Partltlonlng A] DL 2 RDDE: T3 fh 7 20 7E 49 A 25

R i 1?UQD%A§&?)§’E<1‘S&JO|®M’E AJ
DLIE I X 0 25 B e A5 Xl 43 SEERATC AL
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RDD-1#fi#
o Xl FhashXl o520, el BLig e k7 75 28
« TREFFAMN
—Persist: Z{RIFAEHNAFEH
—Cache: HEM/REH, HEAWNAANE, WASFRN
7

o TR EAFENARI I : MEMORY_ONLY.
DISK ONLY . DISK ONLY 2.
MEMORY ONLY 2. MEMORY_ONLY SER.
MEMORY_AND DISK......
- BN AL A N: MEMORY_ONLY
— HBUAE 2R ) — B e s A e e AR
— 1] DL H unpersist & Bk cache i) i s 42

o YNFERBR, SRELRUE #: H RDD IR A

=



. count. collect. save
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RDD-J\{:'/ffEI:;‘TQ'f/E A,L\)\/J\A@ uml.org.cn
o Action——R [FI{E 2N A A, Sl th A0dfs B0k R 50, 1

e Transformation——451%:: lazy, pipeline. 41: map-.
filter. join

map(f: T =U)

filter(f : T = Bool)
flatMap( f : T = Seq[U])
sample(fraction : Float)
groupByKey()
reduceByKey(f : (V,V)=V)
)
)
)
)
)
)
)

RDD|[T] = RDDJ[U]

RDD|[T] = RDDI[T]

RDD|[T] = RDD[U]

RDD[T] = RDD[T] (Deterministic sampling)
RDD[(K, V)] = RDDI[(K, Seq[V])]

RDD[(K, V)] = RDD[(K, V)]

Transformations union( (RDD[T].RDDI[T]) = RDDI[T]
join( (RDD[(K, V)],RDD[(K, W)]) = RDD[(K, (V, W))]
cogroup( (RDD[(K, V)],RDD[(K, W)]) = RDDI[(K, (Seq[V]. Seq[W1))]
crossProduct( (RDD[T].RDD[U]) = RDD[(T, U)]
mapValues(f : V=W RDDI[(K, V)] = RDD[(K, W)] (Preserves partitioning)
sort(c : Comparator[K] RDD[(K, V)] = RDD[(K, V)]
partitionBy(p : Partitioner[K]) : RDD[(K, V)] = RDD[(K, V)]
count() RDDI[T] = Long
collect( RDDI[T] = Seq[T]
Actions reduce(f: (T, T)=T RDD[T] =T

)
)
lookup(k : K)
save(path : String)

RDDI[(K, V)] = Seq[V] (On hash/range partitioned RDDs)
Outputs RDD to a storage system, e.g., HDFS
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515

« XfHDFS L ijlog 34T 70, Seit A 3
“error” JHE MlogZi=

e lines = spark.textFile("hdfs://...")
o errors = lines.filter(_.startsWith("ERROR"))
e errors.persist()

e errors.count()
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e // Count errors mentioning MySQL.:

e errors.filter(_.contains("MySQL")).count()

e // Return the time fields of errors mentioning

/[ HDFS as an array (assuming time is field

/[ number 3 In a tab-separated format):

o errors.filter(_.contains("HDFS")).map(_.split(\t')(3))
.collect()
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Lineage

H

| fiter(_ startswith(“ERROR?)

errors
l filter(_.contains(“HDFS")))

[ HDFS errors
| map(_spiitct)(3))
[ time fields

{ lines
[

H

H

H
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A

o Action&transformationzs4y|

scala> wal fi
l4f0*fﬂq 1"
126556,
l4fﬂ1fﬂq ir:
ry (estimated
IP' org.apac

gl
1

MNIN A

jl;ﬂ [T} Il wa

] ¢ 2 fhome faloe/ftest™)
Hemoryﬂtmrez ensureFreespace(31647) called with curMem=

Eu

x

3
fed ﬂl ke

HFD MemoryStore: Block broadcast_4 stored as wvalues to m
.9 KB, free 294.3 MB)
park-rdd-RnD[Etring] = MappedRDD[17] at textFile at <=com

count=Ffile.flatMap(line=>1Line.splLit{("” ")) .map{word=>{word,1)).reduc

14fﬂ1f09 15:?2:19 INFO FileInputFormat: Total input paths to process : 1
spark.rdd.RDD[(S5tring, Int)] = MapPartitionsRDD[22] at reduc

.collect()
»:33:88 INFO SparkContext: Startinmg job: collect at
> :33:88 INFO DAGScheduler: Registering RDD 28 {(reduce

14;0*;0& 1’ : - ®xt: Job finished: collect at <console

resD‘ I ] = Array{{(links:,1), (be,1), (predicates,1), (true),
1), (ex ] [ 2 (takes ,1%, ] {situations,1), (operator,2)
» LonLly, 1%, (restrict 1), (returns 1), ( . 2 {can,1), (eliminate,1), (gra
ph,2%, (subgraph,2), Irpmuup,lj. (broken,2), (t ) {vertex,3), (used,1), {(co
ntainming.,.1), rfeualuate 1), (For,1), (following, {of,2), (The,2), (interest
210, (we, 1), ) fprpdlcat 223, (in,2), (or,1) ({predicate. ,1), {(and,5),
(links. ,1), b {connect, 1), IZI_T..Elt'l_l_r.f"j,,r,_.._'I-_I (that,3), {(vertices,3))
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class MAPPER
method Mapr(docid a, doc d)
for all term ¢ € doc d do
EMIT(term ¢, count 1)

class REDUCER
method REDUCE(term ¢, counts [cy, ¢, .. .])
sum «— 0
for all count ¢ € counts [¢y. ¢, ...] do
SUm «— sum —+ c
EMIT(term ¢, count s)
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RDD I
Aspect RDDs Distr. Shared Mem.
Reads Coarse- or fine-grained | Fine-grained
Writes Coarse-grained Fine-gramned
Consistency | Trivial (immutable) Up to app / runtime

Fault recovery |Fine-grained and low- |Requires checkpoints
overhead using lineage |and program rollback

Straggler Possible using backup | Difficult

mitigation tasks

Work Automatic based on Up to app (runtimes
placement data locality aim for transparency)

Behavior if not | Stmilar to existing data | Poor pertormance
enough RAM | flow systems (swapping?)
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RDDAE & WS 1F

o Spark & — MR R RE 0 I ﬁ

. Soark%/% KPR . A EFTIEEE. &
T Ejﬁﬁﬁh*%ﬁ, FIr ulﬁhHTSparkT ﬁDGraphLab
(— DRI EAEZE) ; I&F —8NH, &
XA A E’JEI*E%)T%@&?E*’”"% BAHA ﬁﬂ

RAMCloud CHfr3HA4R 8 N AFZAF AT TH B 500 H D
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 3:TLineage
e H] {5 %€ Checkpoint

23
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RDD-#4H—Lineage

* Lineagel¥

group-by(g) filter(h)

ERe

Input file
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RDD-#4H—Lineage

o RBER T IS

AW

map(f) group-by(g) filter(h)
lost

Input file
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0| i Lineage ., FIH FERIEHE, =EHiiE
F R \IRDDE IR

RDD-25 48

map(f) group-by(g) filter(h)

Input file

26
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RDD-25 48

» Checkpoint

[ input file links | [ ranksg ]
P Jjoin
contribs, ]
+ reduce + map

+* Checkpoint

O 7EFEM 8%, Hli: PageRank iR EIRZ, Nw]
PLYE TS 5E BF 18] i#E 47 checkpoint. {8 TPk &
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e stragglerfs P\

—FEN X FAT: JRINFE S HLARIZ T RIS i,
ER—MHlas £, FHFATRIEHPATIZES, BULG
PAT TR R

zﬁ

=
:

F 5

Mk

I

b, 2xidskstragglerE 44 5, RiigF:

R\ E, EMT AR, R AT
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RD DK i o £

“Narrow"” deps: "Wide" (shuffle) deps:
_—
-
L
map, filter groupByleey
-—a
- —
— join with -
u , E iInputs co-

union partitioned join with inputs not
co-partitioned
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RDDZF I~

Operation Meaning

partitions() Return a list of Partition objects

preferredLocations(p) | List nodes where partition p can be
accessed faster due to data locality

dependencies() Return a list of dependencies

iterator(p, parentlters) | Compute the elements of partition p
given iterators for ifs parent partitions

partitioner() Return metadata specifying whether
the RDD 1s hash/range partitioned
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[ AR
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Zngs

o T[T 1%L, Bisum
—nf P E e
— {HEH add#F Al zerofd
- HEWIRE P g SR ULH+=, Al
o fEWorker F 7 — N HEIRRIA R INEs, EAR
MEITES PRI A AR &, MOFI5,
e (B BITE NG, KIEEBAIET, iR
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Spark Runtime

RAM
WﬂHer_"
Inp;ut Déta
- i | RAM
I?rwer Worker |

& results HiE
LS RAM Input Data
tasks
%r Kery .
Input Data
- 4




Sparkft s

Sparkt® 7 iz 4T3 5

Spark® ' i
(master)

f = sc. textFile(
f. filter (=)
. count ()

i

1] :| ;_..,.-'

RDD graph

DAGScheduler

Cluster
manager

D0 AR eskm

© uml.org.cn

Spark worker
(slave)

Task
threads

Block
manager

T

HDFS, HBase, ...
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RDD Graph

Dataset-level view: Partition-level view:

file: HadoopRDD
[ pa?chzzzﬂfg:ﬂ;.. J . . - .

l
Seew

FilteredRDD [

p

errors:

func = _.contains(...)
shouldCache = true

o/ Task1 Task 2 ...
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DAG

« DAG K] H1StageZH fik
— f P stage B — & 41 ftask, taskm] PAPipeline ) #4T
- ;ﬁgineﬁjﬁf%%%¢@f%ﬁﬁg a5 5ERDD, XA R HL AR
ERE
— B —)>Stage ' & A BE 2 1) B 2 Narrow {4t (] pipeline$h 47
— Stage )i 7 & wide i o 75 ZE ) shuffle F B © 411
R X

o — — — — — — — w— — — ww— — — w— — — — — — — — — w— — — w— —
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Delay Scheduling

AA@D uml.org.cn

o SET RS FFAE 1 7 B SR M2 A ROAT 55

X Fdelay scheduling =k fi%

M 55 A SRR 4 X A 7 T

L B EME S 0 BC 4 XA R
- B, AR —AME S5 T E I AERD DS i B 4 AL &
e (EEn—AHDFSIXAF) 5 sl M55 7 Fl 4 iX

AN R
o XFFwidetkati, YR

X )2 3 >

&5

)

TRy B 24, 23T MapReduce 474 mapii B #ii

L]
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Spark 4 fg

e Logistic Regression&K-Means#.iZ:
— 100G #5100 15 S IHL 2%

300 - " Hadoop 300 - E ®Hadoop o
—_ HadoopBinMem HadoopBinMem
'ETEEED 1 < W Spark @250 | B~ 'Spark

- < o Il
1= 2 200 - 2 200 I
[ ] — — — e

- — — - i N
£5. .., NI S oL B
26 - ~a w 100

2 50 - 0 . II 2 50 I

o
0 -+ - T —— —— 0 -
L 25 50 100
Number of machines Mumber of machines

(a) Logistic Regression (b) K-Means
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— A ITBE P, EFH170s

Query response time (s)

-t
© O

(o)

| ®mExact Match + View Count

Substring Match + View Count

| " Total View Count I~

L <
-

N
co (a5
o
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] o
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100 GB 500 GB
Data size (GB)
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SPARK STREAMING
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KB A PR A A

o HRIHtEEEALFE (batch data processing) , i
B 1) BEAE R e 2
o BT s AZ B E

X RIS TR FE L

EAT R A

AGN PP
Cinteractive query) ,

oy et 1A

o JLPSLIN HPR M AR A FE (streaming data
processing) , I IR [A] S BEAE S A =20 2 E D 2

]
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« UC Berkeley AMP=EES 2 B 70 BT %

Shark Spark

SQL Streaming Sseapioe .

HDFS / Hadoop Storage

Mesos Resource Manager
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Spark Streaming

o KA AFFATAEE RSt

o JEAE: g AN EE VR KGR Ta] PN A o 1T St A B

o ML AT ) AR

— PRt S5 REAL IR AH LR = ZAPI

—(RIEIR: AHRDD, H[EPRESRAENFH, XKD

— 5 — 2P A 2R AR AT e AL B R AR

— BRI . SHEACEE—3

%Sparklﬁl’]i‘twﬁi T HAE, RS
— MR GE, — R EsE 70, Bk R] PA

1@&?%1‘9%6\

« TINFE LI H T: HDFS. Twitter. Flume.
Kafkass S22
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Spark Streaming

o KT, JE— RN TN, BHE MtrEl
— W SRR L) 3 N — AN/ b ab B
— Spark’l R #E U EE 2 /ERDD, I8 FIRDD#:/E it
17 hb PR
— 55, FERDDERAE B PAT 45 SRR [o] 21 4L AL #E A
— e AT 8] (8] b 2N £1)0.5s

input data batches of batches of
stream Spark input data Spark processed data

Streaming Engine L 1L 1l
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Discretized Stream

* Spark Streaming#e it 11— N mAEE Y, NHHN
DStream

o 1] LHE A IR A, BiFE R O A 1 DStream

« HH—&J5IRDDZ ~, &/1-RDDELF— & 8] £k

I

RDD @time1 RDD@tme2 RDD@time3 RDD @ time4

datafrom | _ | datafrom | | datafrom | _ | datafrom >

DStream = ==
timeOto 1 time 1to 2 time 2 to 3 time 3to 4
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Window Operations

o Window#E/EXT—MNME3IE NI T B #Ea 8—1
RDD#47 A0

« 4.
— window length: window & i [A] B
— slide interval: Jt&FwindowR ) ERAT HIET (B (8] F%, o0&

time 1 timme 2 time 3 time 4 time 5

original . [ ]

DStream

window-based

operation
windowed

DStream ii

window window window
at time 1 at time 3 at time S
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« Incremental aggregation: &N E S

windowing Incremental aggregation
words  interval sliding words  interval sliding

counts counts counts counts
g | - t_1 - =

t+1

t+2

t+3

t+4
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1. RPN HERETIR, NS ) AL
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-2, WHEIETIIHLALEE RN, S E R AR
A CITEITIAN
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AL SR 0 #5243

- AR, W ERRIE R A, BRI
TR AL I Spark i ST 2 I e STL T B R

o 155 KA
— & FHM: [ Kryo e84k, BIRVIMTE S BIRN, MmN & 1% 5]
slave 1} [A]

— PATHEZ:  Standalone modefficorase-grained Mesost: B¢ Hifine-grained
Mesos T
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B LA T KN

e Spark Streaming ¥ H7E—MERE ERaE, HAdE LB RE /70 20 ER
AR A R T
o IEFARIHEAEEE RN, A A M
— H— MRS R B RN, F—AM 12 5 s fm A
— DR EEA ok Ak 28 s 31 s 2 ) 9] 2B IR
« 175 Spark log4j3kzh 1) H & Htotal delay
o i Ff] Streaming ListenerZ [ % If
— HILIR SHEANEE RN AT L), M RGfaw; & EiRRFE: BA, RS A
RE4ERE, AEE.
- 58 T MRERIECE, BT LG 2 BB s a8 B bateh size
- VEE: M NIERE AT Re 2 ROy EHE R, HESEIRA FE—MRE
BIw] C(4a: fiKTbatch size)
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SEERE

o BAIANFEAALL ). MEMORY_ONLY_SER, TM#ERDDH 2k

I EMEMORY _ONLY. Bk e 5 Ak % e 51 Ak
B, AHZERRIE/D T GCH 51

o HERFFAMLRDD: ERUARHELRUM A7 A 15 3 ALRDD
o ALl spark.cleaner.ttl 5 B, 645 K T AN 8] 7Y
RDD# € JliE Fr; Bl B o & S Fspark.streaming.unpersist
Htrue, iERGFIWTHILERDD A A, WASHiHFF AL
o MM/ NNFEER, B35GC

o FRBI AL fF A & Imark-and-sweep GCIl/NGCHE
(ER R
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o £F25103¢100byte, FE100)F5 55 b, JHEFIAFI6GB/s

Cluster Thhroughput (GB/s)

: Grep P
5_ //
4 =
3 /
2 / +1 sec
1 v = sec
0
0 50 100
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