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1. c¢d /usr/local/hadoop

2. ./sbin/start-dfs.sh #/5 2 hadoop
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./bin/hadoop fs
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hadoop@li-virtual-machine: fusr hadoop$ ./bin/hadoop fs
Usage: hadoop fs [generic opti
[-appendToFile <localsrc> ... <dst>]

[-cat [-ignoreCrc] <src> ...]

[-checksum <sre> ...]

[-chgrp [-R] GROUP PATH...]

[-chmod [-R] <MODE[,MODE]... | OCTALMODE> PATH...]
[-chown [-R] [OWNER][:[GROUP]] PATH...]
[-copyFromLocal [-f] [-p] [-1] < 1ocal<rc; 5 dsts>]
[-copyToLocal [-p] [-ignoreCrc] [-crc] <src> ... <localdst>]
[-count [-q] [-h] <path= ...]

[-cp [-f] [-p | -p[topax]] <s ... <dst>]
[-createSnapshot <snapshotDir pshotName>1]
[-deleteSnapshot <snapshotDir> <snapshotName>]

[-df [-h] [<path> ...]]

[-du [-s] [-h] <path> ...]

[ -expunge]

[-find <path> ... <expression> ...]

[-get [-p] [-ignoreCrc] [-crc] <src> ... <localdst>]
[-getfacl [-R] <path=]

[-getfattr [-R] {-n name | -d} [-e en] <path=]

(2) L&A N i, ATLAVER RAAREA i  H7EH
Bln: JATVESE put ar- U EH, wTBURIA LN i &

./bin/hadoop fs -help put

hadoop@li-virtual-machine: fus opS . /bin/hadoop fs -help put
-put [-f] [-p] [-1] <localsrc st> @

Copy files from the local f system into fs. Copying fails if the file alrea
dy

exists, unless the -f flag is given.

Flags:

-p Preserves access and modification times, ownership and the mode.

-f Overwrites the destination if it already exists.

-1 Allow DataNode to lazily persist the file to disk. Forces
replication factor of 1. This flag will result in reduced
durability. Use with care.

(3) ff M4 hadoop fs - 1s & HDFS I R4 H I SCAH:

./bin/hadoop fs -1s

hadoop@li- VLrtual machlne ,Ufr,l: al hadoop$ ./bin/hadoop fs -1s

17/65/22 09:03:51 WARN util. HatheCodeLoader Unable to load native-hadoop libra
ry for your platform... using builtin-java classes where applicable

Found 2 items

drwxr-xr-x - hadoop supergroup 6 2017-85-11 09:51 input

drwxr-xr-x - hadoop supergroup ® 2017-05-11 09:53 output

{£55 2. 1E HDFS _kiz1T Hadoop {93 fh =t sEf

(1) BBERAY grep BIFERNRIEAMENE , (Ao F=ViEEENAONE HDFS ERY
#iE. EfFF HDFS , & E T HDFS FelEARER .

./bin/hdfs dfs -mkdir -p /user/hadoop

(2) 5% ./etc/hadoop HRY xml SHHEABMANSUGE TR D IUG RS |
RP#& /usr/local/hadoop/etc/hadoop EHIZEI DR LRI /user/hadoop/input
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. BAIEERRNR hadoop AAF , FEELIEIEMNAIAFBR /user/hadoop , FELLFE
A S PRI LAERMEXTIRRAN input , XS AT IRZFE /user/hadoop/input:

./bin/hdfs dfs -mkdir input

./bin/hdfs dfs -put ./etc/hadoop/*.xml input

StlsEmE  TLIBTINTaSEEXHIIE
./bin/hdfs dfs -1s input

hadoop@li-virtual-machine:/ al/hadoop$ ./bin/hdfs dfs -mkdir -p Juser/hado
op
17/05/11 09:48:07 WARN util.NativeCodelLoader: Unable to load native-hadoop libra
ry for your platform... using builtin-java classes where applicable
hadoop@li-virtual-machine: fusr/local/hadoop$ ./binfhdfs dfs -mkdir input
17/85/11 09:50:13 WARN util.NativeCodeloader: Unable to load native-hadoop libra
ry for your platform... using builtin-java classes where applicable
hadoop@li-virtual-machine:/usr/local/hadoop$ ./bin/hdfs dfs -put ./etc/hadoop/*.
xml input
17/05/11 ©9:50:57 WARN util.NativeCodelLoader: Unable to load native-hadoop libra
ry for your platform... using builtin-java classes where applicable
17/05/11 ©9:51:00 WARN hdfs.DFSClient: Caught exception
java.lang.InterruptedException

at java.lang.Object.wait(Native Method)

at java.lang.Thread.join(Thread. java:1249)

at java.lang.Thread. join(Thread. java:1323)

at org.apache.hadoop.hdfs.DFSQutputStream$DataStreamer.closeResponder (DF
SOutputStream. java:609)

at org.apache.hadoop.hdfs.DFSQutputStream$SDatasStreamer.endBlock(DFSOutpu
tStream. java:378)

at org.apache.hadoop.hdfs.DFSOutputStream$DataStreamer.run(DFSOutputStre
am. java:546)
hadoop@li-virtual-machine:/usr/local/hadoop$ ./bin/hdfs dfs -1s input
17/05/11 ©89:51:27 WARN util.NativeCodelLoader: Unable to load native-hadoop libra
ry for your platform... using builtin-java classes where applicable
Found 8 items
-rMW-r--r-- 1 hadoop supergroup 4436 2017-05-11 09:50 input/capacity-sche
duler.xml
-rw-r--r-- 1 hadoop supergroup 1075 2017-05-11 09:50 input/core-site.xml [yl

(3) %pziz{T MapReduce {RIVAISTURREBHUEZVAERE] | XAMET 5 fozUiEENAY
72 HDFS s34 ( ATLMS SR EIEZAYZASHE input SISk |, HHHEESR output X

RIS —/ ) .

./bin/hadoop jar ./share/hadoop/mapreduce/hadoop-mapreduce-e

xamples-*.jar grep input output ‘'dfs[a-z.]+'
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hadoop@li-virtual-machine: fusr/local/hadoopS ./bin/hadoop jar ./sharefhadoop/map
reduce/hadoop-mapreduce-examples-*.jar grep input output 'dfs[a-z.]+'

17/05/11 09:53:17 WARN util.NativeCodeloader: Unable to load native-hadoop libra
ry for your platform... using builtin-java classes where applicable

17/065/11 09:53:18 INFO Configuration.deprecation: session.id is deprecated. Inst
ead, use dfs.metrics.session-id

17/85/11 09:53:18 INFO jvm.JvmMetrics: Initializing JVM Metrics with processName
=JobTracker, sessionld=

17/85/11 ©9:53:19 INFO input.FileInputFormat: Total input paths to process : 8
17/65/11 09:53:19 INFO mapreduce.JobSubmitter: number of splits:8

17/65/11 09:53:19 INFO mapreduce.JobSubmitter: Submitting tokens for job: job_lo
cal2p99m045790 @001

17/05/11 09:53:20 INFO mapreduce.Job: The url to track the job: http://localhost
18080/

17/05/11 09:53:20 INFO mapreduce.Job: Running job: job localze99845790 0001
17/65/11 ©9:53:20 INFO mapred.LocalJobRunner: OutputCommitter set in config null
17/85/11 ©9:53:20 INFO output.FileOutputCommitter: File Output Committer Algorit
hm version is 1

17/05/11 09:53:20 INFO mapred.LocalJobRunner: OutputCommitter is org.apache.hado
op.mapreduce.lib.output.FileQutputCommitter

17/85/11 09:53:20 INFO mapred.LocalJobRunner: Waiting for map tasks

17/05/11 ©9:53:20 INFO mapred.LocalJobRunner: Starting task: attempt_local2e9964
5790 0001 _m_000000 0

17/85/11 09:53:20 INFO output.FileOutputCommitter: File Output Committer Algorit
hm version is 1

17/05/11 09:53:20 INFO mapred.Task: Using ResourceCalculatorProcessTree : [ ]
17/05/11 09:53:20 INFO mapred.MapTask: Processing split: hdfs://localhost:9000/u
ser/hadoop/input/hadoop-policy.xml:0+9683

(4) BEBRGITERNGS (EERRZT HDFS FrIEHER ) -

./bin/hdfs dfs -cat output/*

ERUT  ERENABRINELREN TERENH , ATLUGITERARE,

By 5 =
hadoop@li-virtual-machine: fusrflocal/hadoops ./bin/hdfs dfs -cat output/*
17/085/11 ©9:53:58 WARN util.MNativeCodeloader: Unable to load native-hadoop libra
ry for your platform... using builtin-java classes where applicable
1 dfsadmin
1 dfs.replication
1 dfs.namenode.name.dir
1 dfs.datanode.data.dir

(5) FMBATLUSEITEREEIZIAML

rm -r ./output # SEWEEALNT output X1EF (P
./bin/hdfs dfs -get output ./output # J% HDFS _[:H7 o

utput X 1FHFEI AP
cat ./output/*

Hadoop Z TR F i A6 BWHBRAEEFEE  BUZRETEIR

“org.apache.hadoop.mapred.FileAlreadyExistsException: Output directory
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hdfs://localhost:9000/user/hadoop/output already exists” , FLEERXHIT , TE
HATAN T ap SRR output 32f4k:

./bin/hdfs dfs -rm -r output # WEE output X1FH

£E X7 Hadoop , MIEST

./sbin/stop-dfs.sh

| f£% 3. FIF HDFS M Web RE&

3 L 0 U 28 BBt http://[NameNodelP]:50070 iy 1] HDFS S0 fF £48, Ho
[NameNodelP] 7~ & Fx 5 A1 1P Huhik, 45140 http://localhost:50070.
/ Namenodeinformation % | &) i2¥AMILSHT - - W... % o

€ (0 localhost

Hadoop Overview Datanodes Datanode Volume Failures Snapshot Startup Progre

Overview 'ocalhost:2000" (active)

L

Started: Tue Jun 27 11:53:57 CST 2017
Version: 2.7.3, rbaa91f7c6bc9ch92be5982de4719c1c8af9 1 ccff
Complled: 2016-08-18T01:41Z by root from branch-2.7.3
Cluster ID: CID-e17b436a-7208-443e-8582-2d6d9351c9b6
Block Pool ID: BP-467948661-127.0.1.1-1498535588731
Summary
Security is off.

I £% 4. FJH Java APl 5 HDFS #47xXH

1. ZZ%E Eclipse


http://[NameNodeIP]:50070
http://localhost:50070/
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(1) 7F Ubuntu 712235 Eclipse, T M Ubuntu fI34H 0 B R 223,
TR A MAE S A, s “Ubuntu 84007 o

buntu Er#: 0

A LA R R eclipse, fEEZRE R Hidr eclipse, I middi .

Ubuntu $04F a0

Bt

G FIEFETE - JAVAIDEFEIH %dkkTr (o
W eclipse

0 Red Eclipse dededededr (4
. GG R Mt TN — A e -

— A 80 Y Jda e o B G ke o sl phe 2P i

ﬁfz%émﬁkEHT, Eclipse HIBRIA %% H3%A: Jusr/libleclipse.
o E I A4 N 323 eclipse:  sudo apt-get install eclipse, 223 J5 4T T
eclipse.

2. %% Hadoop-Eclipse-Plugin

HLPE Eclipse 4% %13z 1T MapReduce /%, 5% %% hadoop-eclipse-
plugin, T#{E “T#” H=T, % hadoop-eclipse-kepler-plugin-2.7.3.jar &
il 2 Eclipse %%% H %1 plugins (%, 1217 eclipse -clean H /5 Eclipse
Him] Gainddife e A m Eig AT —ikizan S, USRI IR 70837 1) .

unzip -qo hadoop2x-eclipse-plugin-master.zip

B ~/ P F
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sudo cp hadoop-eclipse-plugin-2.7.3.jar /usr/lib/eclipse
/plugins/ # K#/# eclipse %#HRHI plugins HREF
/usr/lib/eclipse/eclipse -clean # IS i B X

BB AR

@ workspace Launcher

Select a workspace

Eclipse Platform stores your projects in a folder called a workspace.
Choose a workspace folder to use for this session.

| [ ome nadoop/workspacd Browse...

[C] Use this as the default and do not ask again

Cancel | OK

Ja 3 Eclipse Jaut A AZE 22 [ Project Explorer HE % DFS Locations CA &
F 2 welcome FtHl, siidiZe EAR x RABATLUES] 7. CentOS 7FZEVH#t
Perspective 54 it B2, BT RECEDZRIE =D

o Resource - Eclipse Platform

il @ v | & H |5 Resource

=0

[ Project Explorer &2 =0

240 Hadoop-Eclipse-Plugin 84 J& iR
3. BcE MapReduce

(1) #%&F Window ¥ ¥ Preference.
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Eclipse File Edit Navigate Search Project Run Window Help

New Window

Show Toolbar
Resource - Eclipse Platform Open Perspective
Show View
Customize Perspective...
Save Perspective As...

Reset Perspective...

p— . Close Perspectiv
=| DFS Locations B )
Close All Perspectives
Navigation

~ Preferences

PERS 23— AN G R, &R A M2 2 1 Hadoop Map/Reduce &1, 5tk
BRI, 1EFF Hadoop 4% H s (li/usr/local/hadoop, Ubuntu /N3 £ H
&, BHERMIASAT) .

- Preferences

x Hadoop Map/Reduce = -

* General
> Ant Hadoop installation directon}: [local/hadoop| Browse...

Hadoop Map/Reduce
@

» Install/Update @
> Java

» Plug-in Development

* Run/Debug

> Team

Restore Defaults Apply

@ Canc@ | oK J

(2) V¥ Map/Reduce MK, &+ Window 5. T 1E4% Open
Perspective -> Other (CentOS /& Window -> Perspective -> Open
Perspective -> Other) , it — & 1Ak, MFiEdE Map/Reduce w1 B o] 24T
Y.




Open Perspective

2= CVS Repository Exploring

% Debug

&) Java

& Java Browsing

Te! Java Type Hierarchy

i Map/Reduce

4= Plug-in Developmenkt
(5 Resource (default)
&7 Team Synchronizing

(3) #:75 Hadoop £EREMIER:, i Eclipse #4445 A1 Map/Reduce

Locations [fitk, fEMIMRk+Hdi4 58, %+ New Hadoop Location.

Bl Problems [EI Tasks l @ Javadoc

1" Map/Reduce Locations 3

& M O

Location

Master node

State

Status

fElzs B 4k sk R A . J%E4%F "New Hadoop Location”

fEHH R 1 General I, General [ 8 55 Hadoop D& — L.
— A Host /& —FEM, iRt sr s, A5 localhost BIWT, 5 4h3kfd
F ) Hadoop th /0 i sUAC B, % fs.defaultFS A hdfs://localhost:9000, N

DFS Master [¥] Port 24 9000. Map/Reduce(V2) Master ] Port FERiIAH
HIT, Location Name BHZIAS . )5 I E 1T EFR:

WigR - B8
uml.arg.cn


http://dblab.xmu.edu.cn/blog/install-hadoop/

New Hadoop location...

Define Hadoop location

Define the location of a Hadoop infrastructure For running MapReduce applications.
Advanced parameters @

Location namf: |MapReduce Localtion

Map/Reduce(V2) Master DFS Master

Host: [localhost & Use M/R Master host
Hosh:

Porkt: | 50020

Port: (9000 | @

User name: |hadoop

SOCKS proxy
["] Enable SOCKS proxy

Host:

Advanced parameters &I 2% Hadoop ZEUHATELE, Lbr Bt &HES
Hadoop FFit & i (/usr/local/hadoop/etc/hadoop H L B SC44), tnaRELE T
hadoop.tmp.dir , BLEHHATHIN KB BB RS LR EB, A TAT LLE
o 52 B T R CRIES 33D .

B2, BATRERE General 347 7, £ finish, Map/Reduce Location f;
BT 1 .

4. f£ Eclipse FH#{F HDFS sREYSZf4

Bl B 1F )5, Aidi 20 Project Explorer F1f) MapReduce Location (i
=MERIT) BEEEREE HDFS S 4IK 7 (HDFS HhEH 30, ik
K& WordCount (it 25 58) , WA AEFNE, AEAETU EE. T
- MER HDFS RIS, LR FHEIT BB hdfs dfs -1s a2 #HATHAE
i
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: Map/Reduce - Eclipse Platform

= [sv0ovavr|wwe~ &9~
|'|3_-| Project Explorer 57 __ = 5
& ~
&2 DFS Locations
¥ M MapReduce Localtion
Yi= (1)
¥ = user (1)
¥ = hadoop (2)
* = input (8)

¥ (= output (2)
|5 _SUCCESS (0.0b,r1)
= partr-00000 (77.0b,r1)

ik WMRTEEF, A8 A Location 244X Reconnect 5
Eclipse. HDFS sHINAAE)5, Eclipse R&xFBRIH, &84 ML
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Project Explorer # /] MapReduce Location, i%£#t Refresh, A fe&EFIZsh)G

IS



