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¢ Elasticity
— Flexibility adapt to growth/reduction

— Add, delete volumes & users
— Without disruption

¢ Scale linearly

— Multiple dimensions
+ Performance
+ Capacity
— Aggregated resources

¢ Eliminate metadata
— Improve file access speed
¢ Simplicity
— Ease of management

— No complex Kernel patches
— Run in user space

Performance

Capacity
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Compatibility with
GlusterFS Client GlusterFS Client I 1 || over TCP/IP
Clustered Vol Manager Clustered Vol Manager | A S
Y
Clustered I/O Scheduler Clustered /O Scheduler Storage Gateway Y
NFS/Samba
" GLFS Client a
| & e ﬁ
¥ v
[ InfiniBand RDMA (or) TCP/IP )

&
|
I
|
¥

= |

GlusterFs GlusterFSs GlusterFs GlusterFs
Yolume | Volume 1 Wolume I Yolume
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@ic&s to the public ne@
NAS protocols 1

S

Replication __j

Global namespace

Clustered & replicated

Built-in failover 1‘ Gluster Server

Self healin < .I, Public Network | Storage Server Network —
J 1Gb, 10Gb, Infiniband —

POSIX compliant

No metadata server
Elastic hash

Thin provisioning

Flexible storage configurations
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Clients/Apps Clients/Apps 0o Clients/Apps

/" Gluster Global Namespace (NFS, CIFS, Gluster Native) \
ApplicationData || & || & == @

[ Gluster Virtual Storage Pool J
\S Z
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Extended Attr. Extended Attr. Extended Attr.
Files Files Files
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VO Cache
Read Ahead
Distribute / Stripe

Replicate Replicate

Client I Client Client I Client

10GigE — TCPIP / InfiniBand - RDMA
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+»Brick

o A filesystem mountpoint

o A unit of storage used as a GlusterFS building block
» Translator

o Logic between the bits and the Global Namespace

o Layered to provide GlusterFS functionality
»Volume

o Bricks combined and passed through translators

» Node / Peer

o Server running the gluster daemon and sharing
volumes
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Elastic Hashing Algorithm

Goal: Systematically locate files based solely on their name

“1)Run pathdilename through hash
2)Assign to logicaldisk based on nimerical result
J)separatelogical storage from physical storage

Algorithm
Lagical Disk 1 Lagical isk &4 Lagical Disk 256 Logical Dish 30,232
15-11k 18K-20k 258-30% FK-82K

a7 o - T 7= 2
Glrister Mgt Functions: Add, subtract, replicate, heal, recover, el

Disk 1 Disk 2 Disk10
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\ /data3 /file3

o 1L 4% JDavies-Meyer - 7%+ £ 32
shash{i, @A A M4

2. ARAFhashft /& £ 2 Pt FF 4
(A RS-35) , PEAT A BAL;

\h:sh

@

o 3\ ATRTEAEG T AGATRIET

__Brick | ___Hashrange

Brickl 00000000 ~ 3FFFFFFF

m m m Brick2 ~ 4FFFFFFF ~ 7FFFFFFF
— Brick3 ~ 8FFFFFFF ~ BFFFFFFF
Brick4  CFFFFFFF ~ FFFFFFFF

SHeHuY SHeHuY
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o & 3 ( Distributed Volume )

o A 4] % ( Replicated Volume )

o %4 % ( Striped Volumes )

1%

o 57w 8 4| #(Distributed Replicated Volume)
o ohdr 2 % ( Distributed Striped Volume )

o F %) %4 % ( Replicated Striped Volume )

o "5 8 4 %% & ( Distributed Replicated Striped
Volume )
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I3 % % ( Distributed Volume )

MA@ hash B AE v A brick B Ai
MAHHKRAID 0, ANEAFHRET)

: Distributed Volume

server2:./exp2
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Application
Translator

Stack
stuff{1-3}.txt

[82349001], : As new files are created, each Is hashed using
[3498330912], the gluster hashing translator (hashing is done
[2909987261] using the Davis-Mayers algorithm).

Storage Node Storage Node Storage Node Storage Node

/Data/Appl/ /Data/Appl/ /Data/Appl/ /Data/Appl/
[0-1073741824] [1073741825- [2147483648- [3221225473-
2147483648] 3221225473 4294967296])

stuffl.txt info.txt stuff3.txt stuff2.txt
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8 il & ( Replicated Volume )

SCPF I )% Abrick |
SPFIRAID 1, B 2
SHEAE T, ARSI

N

.II Replicated Volume
i

server1:/exp1 server2:/exp2
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HOW DOES REPLICATION ACTUALLY WORK?

.\

|

Lock(Filel) BLOCKED

‘W
‘%

Op(Filel)/Ack
/

Post-Op(Filel)/Ack

D
/
Unlock(File1)/Ack Ack (File 1 lock granted)

e

|

< Pre-Op(File1)/Ack

CLIENT 1 CLIENT 2
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| Replicated Replicated
Q. Volume 0 3 Volume 1

server1

4  Brick

W (exp)

L | 2
L

Mount Point

server2 server3 server4

% Brick % Brick % Brick

W exp2) W (exp3) W (expd)

L ] L 2 L | 2
L




%% % ( Striped Volumes )

BN AR AR B 2 AN brick b, S ERE O
KIRAID 0, LARound-RobinJi =
15 BT HPCH B R A = 3 & 17 1]

Striped Volume

serveri:/exp1 server2:/exp2

! !
Pl Vol
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Distributed Volume

| Striped | Striped
Maount Point Q. Volume 0 3 Volume 1

serveri server2

% Brick .} Brick

B (expi) W (exp2)
&N BN p BN B

1 3 2 4
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Striped Volume

Mount Point

| Replicated | Replicated
3 Volume 0 L Volume 1

server server2

% Brick 4 Brick 4 Brick % Brick
B (exp) B (exp3) B (exp2) W (expd)
N BN Hp BN &N BN g BN
1 3 2 4 1 3 2 4
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HaE: WA+ 5 + 5l

ZMEAGHRE S5
#H FHT25Map Reduce ¥ A

Mount
Paint

Distributed Volume

(4 Striped Volume (4 Striped Volume
| P | P

Replicated Replicated Replicated Replicated
Z! Velume O Z! Volume 1 Z! Volume 2 Z! Volume 3
server serverz server3 serverd

.

Brick
Jexpl)

o
i) &)
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FUSE SMB gemu
) » [Swift {um)} [ libgfapi J
NFS Hadoop Cinder Objects Whatever
N VARN J i\ J
Files Blocks

EoaaE)

Transports | Back ends




GlusterFS — FUSE Architecture

= ® <

Applications '
= ¢ v
Glibc ' GlusterFS ' GlusterFS '
Userland Userland

Kernel Kernel Disk ES
VFS ' FUSE ' ‘ZFS/EXtB/XFSR '

TCP, RDMA
IB / 10GIigE / 1Gig
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Server Client User space
machine machine
s TCP
‘ GlusterFs or G[u#erFS Application
server client
t t
Il system
PO call
40 ‘ ; k i
VFS
L J VFS ]
l Gevﬁu}g ]
o i
F &
EXT3 J FUSE ]
b -

Kernel space
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GlusterFS
Client

write to Filel

r
..... P commit
.

T‘bunt.
senerd/voll on /mntivoll type fuse glusterfs
-

utq‘ﬂ Volume voll

( Replicated \

Subvolume 1




NFS/CIFS i |f]

E bdn NFS Client
..... ’ commit . .
’ write to Filel

r

Mount:

serverd: voll on/mntfioll type NFQ
N~
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NFS, CIFS,FTP
HTTPBIFS

- GlusterFS & ##
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NFS, CIFS,FTP
HTTPBIFS

- GlusterFS 4 #



FUSE w/ Libgfapi i |f]

App GlusterFS Glusterfsd Brick
5 -] Fuse
Jmnt/gmount Library
Userspace | 12 | | £ Userspace :
Kernel _ Kernel
Net _  Net
Kernel VFS . /dev/fuse

XFS

Client Node Server Node
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App

libgfapi

Userspace
Kernel

Net

Client Node
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Glusterfsd Brick

Userspace
Kernel

Net

XFS

Server Node



REST API ijj [i

HTTP End Users \\

OpenStack
Object API

NN

Account Server i—

Accounts map to
GlusterFs Volume Mounts

Auth System]

TempAuth is included

Unified File and Object
Storage Components

GlusterFS Volume



Hadoop ijj |i]

Management
JobTracker Server

l TaskTracker J { TaskTracker l TaskTracker

FUSE | i FUSE : FUSE

GlusterFS Volume Trusted Peer Trusted Peer Trusted Peer

Brick Brick

Brick |

Server 1 Server 2 Server 50
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K 4 B 8 7 Self-heal

file2

fmﬂmw

o

Self-heal & &

o H—R: ®BEFRFHA

o HK: RAEATLIR

o H=AK: FRaFHEAGI)
o HmK: EATFHE

o AR XA B AR — R
o FRABTAL: 17 e XA B AT
o FIBTIRIE: ¥ R BE

o Jm FLE R RAr SR AN 4L 2E
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Distributed Hash Table (DHT)

GlusterFSH#EM:F & B A
B %€ H frhashflbrickZ [8] i L& ¢ £
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o YEFE 4. FileA > FileB
o JRAE A hashBR I 9 R R, ROCHEHE DASER 125
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FooBar

o« WEA=RE, LA EFEr] HAE =R Lbrick
» Hash B #pbrick b6 A5 5 55 4%
o U7 ] S A 25 ()




Split Brain

|
{ Client 1 ] I Client 2
|
|
|
v | J

[ Server A l Server B }
I

network partition

L gl PE A ) ?
FRRARTTIR: 1. AT 2. QuorumdyiE (N=22 ); 3. fhEkbLi

write
“bar”

write
“fOO”
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