P

100 MapReduce [0 [

1.1 MapReduce 00O 00O

MapReduce U0 "OO OO "OOUOODOOOODOOOOOOOO0OOOON
Jogboguogboubotdboubogl bouotubotubtdbuoboobogt oo
DO0O00o0dooonond MapReduce OO "ODODOODOOGOOOOO "O

[0 Hadoop OO OO0 MapReduce DO OOOOOOOOONON
JobTracker 00 0 OO0 TaskTracker O JobTracker OO0 O OO OOOO
TaskTracker DO UOOOO0O0OO0OO Hadoop ODOOOOONO JobTracker [

OO00000don MapReduce D0O0DDOOOOOOOODDOOOOOOOO
oottt boubtoboobooboouognd

DO00000000 map U reduceUmap UODOOOOO0OOO0OOOOO reduce
Jdoodoobooooboooooooo

JO0o0o00oodnd MapReduce DUOUOUOOOOOOOOOOOOOOONON
oottt ootd dbotdbootdbotdbood

Joooogogd

1.2 MapReduce 0O 0O00O

[0 Hadoop OO OO MapReduce DO OOOOOOOO JobOOO Job OO
OO0O00O0O000 map OO0 reduce DOOOOOOOOOOOO0OOOOO
O map OO0 reduce DO O map DO OOOO <key,value> OO0 O0OOOO
Jo00000 <keyyvalue> 00O OO0OO0O0OOOHadoop OO OOOOMO <key,(list of
values)> O OO OO0 ODOOOO value OOOOOOO OO reduce OO 00O 1
D000 reduce DO OO0 <key,value> 0O O[O
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Input Mappers Middle Result Reducers Qutput

r--_--—l —--------—-i-—ﬂ
I . |

{em!

i . I
I | splitl I—l—bl map () :
| " . reducel() 4'*[ partl I |
! I*-rrlTI—rbl map () :‘-I | - - |

.
L]

I I . I
L--i-__l_

reduce () —l» part0 | :

MapReduce OO OO OOOOO

20 0 0 WordCount 0O

DO000ooooooodood  MapReduce ODOOOOOODOOOOO

MapReduce O "HelloWorld" D0 OOO0OOO0OOOO Hadoop 0OOOO

"src/lexamples" 0000 0O0O0O0O0OOOO0OOOOOOOODOOOOOOOO
Jooboooogouodogod

.

21 00000

00 "hadoop" O O U OOMO "Master.Hadoop" 0O 00O
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10000oooao
000 "/home/hadoop" DO OOOOOO "file"

-

[hadoop@Master % |1

B ¥ 141372

-rw—r—r—, |1 hadoop hadoop 99468784 24 27 03:31

-rw=r==r-—. 1 hadooo hadooo 85292206 27 27 03:2%9 jdk=6udi=linux=i586.bin
[hadoop@Master 1% mkdir /file

[hadoop@Master 1% ||

o R ¥ 141376

drwxrwxr=x. 2 hadoop hadoop 4096 38 2 05:31

=Fw=r==r==_ 1 hadoop hadoop S9448 2H 27 03:31

—rw=r==r==_ | hadoop hadoop 85292206 25 27 02:29 jdk=6uldi=linux—i584.bin

[hadoop@Master %

DJooooooooo  filel.axt O file2.txt O O filel.txt O O O "Hello World" [
O file2.txt O 0O OO "Hello Hadoop" [

(hadoop@Master J$ cd file

lhadoop@Master filel$ echo "Hello World™ > filel. txt

Llhadoop@Master filel$ echo "Hello Hadoop™ > file2. txt

[hadoop@Master filel$ 11

LHE 8

=rw=rw=r--. 1 hadoop hadoop 12 3} 2 05:35 filel. txt
3 3 2 05:36 filel. txt

[hadoop@Master filel$ more filel. txt
Hello World

|hadoop@Master filel$ more file2. txt
He |l lo Hadoop

thadoop@Master filel$

200 HDFS O O0Ooooogng
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[hadoop@Master J|$ hadoop fs -mkdir input
[hadoop@Master J]$§ hadoop fs —ls

Found 1 1tems

%

drwxr=xr=x = hadoop supergroup 0 2012=03=02 05:41 /user/hadoop/input

Lr].]l_i:::hljij'-'“ﬂ‘_it'.:r -_$

300000 fle0D0DODODOOO0O input OO0

[hadoop®Master J§ hadoop fs -pu
'_".'l-J". 'rfl'-u.'!'.t | : | ; |'l.'IL!T-I'.Irl fg =i
Faund 2 itemse

i ad fad | hadeop supergroup 12 20 03 45 Juser/hadesp/input/Filel txt |
1

" hadoop cupergroup 13 2012=03=01 05:45 /user/hadoop/input/filed. txt

[hadeopfMacster 1§

22 OO0

10000000 WordCount [ [

000 Omput DOOOO0OO0O output OO OOOOOMO

OO00000 WordCount O Jar O "/usr/hadoop" OO O OO
"hadoop-examples-1.0.0jar" 0O 000000 O0OO0OO0OOO0OOOOOO0O
gooooon Jar OO

| hadoopdMas

- P e hadanp hadoop i 186 D0 3Y hacdeop=ant=1. U
“rw=rw=r— hadoop hadoop J 1 16 00:3Y hadoop-core=1.0.U il
=T hadoop hadoop 144400 L EE.JTEPJJEDE‘Tthﬁ|Ca J. U jar
= F—r = hadoop | [ -

00:39 hadoop=test-1.00.Jor LENENERE

- F= W — hadoop | O: 39 hadeop=tools=1.0.0. jar

i |
]
.I.I
¥ "|
1]

LhadespaBa st ay _5 Bacads (Af &f./ Radash/ hadasp—examplez=1. 0. 0. jar wordeasunt BOLT &UTELT

BFEBE

201 MapReduce DO OO QOO og
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(hadaop@Macster |S hadoop jar Juer/hadoop /hadoosp=sxamples=1_0.0. jar wardeosunt imput sutput
0302 06:07:36 INFO imput. Fi lelnputFormat: Total input paths to process
1.2/05/02 06:00: 36 INFO mapred. JobLl ient: Eunning job: job JO1Z2022%2213 Q002

| - . -

2/03/04 06| i/ INFO mapred. JobLl 1 ent map 0% reduce 0%

INFO mapred. JobCl ient: map o0% reduce 0%
f:22 INFO mapr JobCl i ent map 100% reduce O%
E-U06 INFY mapred. Jobl:l 1 ent mapg 10U% reguce 10
INFQ mapred. JobLlient: Job complete: Job LU1J0LLYLLTS QUUL

INFU mapred. JobLl ient; Counters; 2V

Hadoop DD D OOOO JVMUOODODOO MapReduce DOOOOOOMN
Hadoop U0 O UO0O0OO0OOOOUOOOODOOODOOOO Hadoop OO 0O 00O

000 HadoopJob U0 UO0OOODDUOOOOOOODO JobOOOOOO ID
00 job_201202292213 0002 U000 O0OO0OOOOOOO Total input paths to

process:2 000000000 map UOOOOOOO record DOOOOOO
00 reduce DD OOODOOODOOOOOOOmap O task 0000 2 O Oreduce

Otask DOOOOO mapO OO record OO 20000 record OO 4000
OO

2.3 0000

1000 HDES O output U0 OO

Lhadoop®Master 3§ hadocp fs -|s
Found J itéms

= P | hadaap supergroup U 212=03=02 Da:(8 Jusar. / hadoop/ sutput/ SUCCESS

AFrEEPFP=XIr=% r-1':|._j|_'; 530 SUDETFEFOUD :_: F, :-_" ] 3= ._;u'_: - "._] f LI & F ":;]_1|'_-L::;:: rj-l,lf_f:u",' | S &
ot f and e oany hadoosp supergroup 19 U1d=03=0Z 0d:0/ Juser

:":.ﬁ'j'? ap "1'1"-" - . I

Jdooboboooooogououoooog " part-r-00000 "0 O
2000 0o0uoogon
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[hadoop@Master J|$§ hadoop fs —cat output/part-r-00000

Lhadoop@Master |$

30 WordCount 000 [

3.1 00oooogon

Hadoop 000D D UO0O0O0O0OOO0OODOOOOOODOODOO

WritableComparable 0000000000 0O0O0OOO0OOOO0OOOO0OO
Jogboogogbotdbotdbobgn

BooleanWritable OO0 OO OO OO
ByteWritable O 0O O 0O O O
DoubleWritable 00 0O O O
FloatWritable 00 00 O [

IntWritable O 00 0O O

LongWritable O O 0O O O

TextU OO UTFES OO OOOO

NullWritable O O <key,value> 00 key O value OO OO0

3.2 OO WordCount 0O

10ogogo
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packageorg.apache.hadoop.examples;

importjava.io.lOException;

import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import

import

java.util.lterator;

java.util.StringTokenizer;
org.apache.hadoop.fs.Path;
org.apache.hadoop.io.IntWritable;
org.apache.hadoop.io.LongWritable;
org.apache.hadoop.io.Text;
org.apache.hadoop.mapred.FilelnputFormat;
org.apache.hadoop.mapred.FileOutputFormat;
org.apache.hadoop.mapred.JobClient;
org.apache.hadoop.mapred.JobConf;
org.apache.hadoop.mapred.MapReduceBase,;
org.apache.hadoop.mapred.Mapper;
org.apache.hadoop.mapred.OutputCollector;
org.apache.hadoop.mapred.Reducer;
org.apache.hadoop.mapred.Reporter;
org.apache.hadoop.mapred.TextinputFormat;

org.apache.hadoop.mapred.TextOutputFormat;

public class WordCount {

public static class Map extends MapReduceBase

private final static IntWritable one

private Text word

Implements

Mapper<LongWritable, Text, Text, IntWritable> {

new IntWritable(1);

new Text();

public void map(LongWritable key, Text value,

OutputCollector<Text, IntWritable> output, Reporter reporter)

throws |OException {

String line = value.toString();

StringTokenizertokenizer new StringTokenizer(line);

{

while (tokenizer.nasMoreTokens())
word.set(tokenizer.nextToken());

output.collect(word, one);

A
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}

public static class Reduce extends MapReduceBase implements
Reducer<Text, IntWritable, Text, IntWritable> {
public void reduce(Text key, Iterator<IntWritable> values,

OutputCollector<Text, IntWritable> output, Reporter reporter)
throws |OException {

int sum = O;

while (values.hasNext()) {
sum += values.next().get();

}

output.collect(key, new IntWritable(sum));

}

public static void main(String[] args) throws Exception {
JobConfconf = new JobConf(WordCount.class);
conf.setJobName("wordcount");
conf.setOutputKeyClass(Text.class);
conf.setOutputValueClass(IntWritable.class);
conf.setMapperClass(Map.class);
conf.setCombinerClass(Reduce.class);
conf.setReducerClass(Reduce.class);
conf.setinputFormat(TextInputFormat.class);
conf.setOutputFormat(TextOutputFormat.class);
FilelnputFormat.setinputPaths(conf, = new Path(args[0]));
FileOutputFormat.setOutputPath(conf,  new Path(args[1]));
JobClient.runJob(conf);

30000 Main OO
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public static void main(String[]] args) throws Exception {
JobConfconf = new JobConf(WordCount.class);
conf.setJobName("wordcount");
conf.setOutputKeyClass(Text.class);
conf.setOutputValueClass(IntWritable.class);
conf.setMapperClass(Map.class);
conf.setCombinerClass(Reduce.class);
conf.setReducerClass(Reduce.class);
conf.setinputFormat(TextinputFormat.class);
conf.setOutputFormat(TextOutputFormat.class);
FilelnputFormat.setinputPaths(conf, = new Path(args[0]));
FileOutputFormat.setOutputPath(conf,  new Path(args[1]));
JobClient.runJob(conf);

OO00000 JobO OOODOO O main OOOO Jobconf OO
[0 MapReduceJob O0O0OOO0OOOO0OOO setJobName() ODOOOOO Job [
OJobOOOOOOOOOO OO OOO JobOOOO JobTracker O
Tasktracker OO0 OO0 O0O OO O

JobConfconf = new JobConf(WordCount. class ); conf.setJobName("wordcount" );

0000 Job OOO0O <key,value> 00 key O value DO O OOOOOOO <
OO0,00>000 keyOOdod "Text"OOOdOOdO Java O String O OO Value
OO0 "IntWritable" O O OO Java OO intO OO

conf.setOutputKeyClass(Text.class );

conf.setOutputValueClass(IntWritable.class )i

290009
Sk N
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0000 Job OO0 MapUUOOO OCombiner 0000000 OO Reduce
0J0o000oobodooodd  Reduce ODOOO Map OOUOOOoOOooog
Jodooooooooooon

conf.setMapperClass(Map.class );
conf.setCombinerClass(Reduce.class );

conf.setReducerClass(Reduce.class );

000000 setinputPath() O setOutputPath() OO OO0 OOO0O

conf.setinputFormat(TextInputFormat.class );

conf.setOutputFormat(TextOutputFormat.class );

[ 10 InputFormat O InputSplit

InputSplit 0 Hadoop OO OO0 OO OO0 OO O map O OO O
InputSplit 0O 00 O U000 O 0000 O0OO0O0 OO0 OO0O0Oo
O 0O OO0 OO0 InputSplit OO0 OOOO InputFormat() O OO O

000000 map OOmap ODOO0O OO OOO InputFormat ClnputFormat
0 OO OO getRecordReader() [ L RecordReader [0 RecordReader [ [
[0 creatkey() O creatValue() OO OO OO map OO0 <key,value> 0000
OO0 InputFormat)) DO O OOO0OOO map OO0 <key,value> [0 O [

Hadoop DO U0O0OO0OOD0OOO0OOOOOOOOO map 00000
<keyyvalue> 00000000 InputFormat U 0O OO 0O

InputFormat
|
|---BaileyBorweinPlouffe.BbplnputFormat
|---ComposablelnputFormat
|---CompositelnputFormat

|---DBInputFormat

O umlorg.on
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|---DistSum.Machine.AbstractinputFormat

|---FileInputFormat
|---CombineFilelnputFormat
|---KeyValueTextInputFormat
|---NLinelnputFormat
|---SequenceFilelnputFormat
|---TeralnputFormat

|---TextInputFormat

00O TextlnputFormat [0 Hadoop U0 OOOOOOO TextinputFormat [ [
oddbooodduooodddn map UOOOOOOOOOMO
FilelnputFormat OO0 000000000 0OO0OO0OO0OO0OOOOO0OO
<key,value> [0 [J [J

e key D00 ODQODQOOODUODOD ODODODOO O OOOOO ODOOOO
[0 LongWritable [

value DO 00000000000 Text O
1 200 OutputFormat

ot o0 o0ug dodb O0o0ood oouogbouodboood

TextOutputFormat U0 UOOUOOOOO0OOOOOOOOOOOOO0OOOO
Joogboouououno Uod obod obod gouoduo oo od

O toString() DU OOODOO0OOOO String DOOOOO

30 Map OO map U 0O O

public static class Map extends MapReduceBase implements
Mapper<LongWritable, Text, Text, IntWritable> {
private final static IntWritable one = new IntWritable(1);
private Text word = new Text();
public void map(LongWritable key, Text value,
OutputCollector<Text, IntWritable> output, Reporter reporter)

throws |OException {
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String line = value.toString();

StringTokenizertokenizer = new StringTokenizer(line);

while (tokenizer.hasMoreTokens()) {
word.set(tokenizer.nextToken());

output.collect(word, one);

Map 0 OO0 MapReduceBase UUOUOOOOO Mapper OO OOOOOO
O 0000 OO 40000000000000 map O OO keyO o O
Ovalue OOOO OO keyUOUOO OO valueOOOOOoOooooOoon
00O TextlnputFormat OO O OO key OO LongWritable OO0 OO value OO
Text UOUOOO map UOOOOO <LongWritable,Text> DO O OOOOOO
<word,1>0 0000000000 key OOOO TextOO OO value OO0 O
IntWritable [

000000000t map OO0 map UDOOOO0OO0OO0OO0OOOO0O0O0OMO
oo map DO OOOOOOOOOOOOOOOOOO O
[0 OutputCollect 0 OO OO <word,1> [

4[] Reduce OO reduce 000 00O

public static class Reduce extends MapReduceBase implements
Reducer<Text, IntWritable, Text, IntWritable> {
public void reduce(Text key, Iterator<IntWritable> values,

OutputCollector<Text, IntWritable> output, Reporter reporter)
throws |OException ({

int sum = O;

while (values.hasNext()) {
sum += values.next().get();

}

output.collect(key, new IntWritable(sum));

iR - Eie
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Reduce 0 OO OO0 MapReduceBase 0[O OO Reducer OO OReduce
OO0 map DOOOOO0O0O0O OO Reduce OOOOMOO <TextO Intwritable> [0

Reduce D000 OO O OOOO DOOOOOOOOOO <TextIntWritable> [
Reduce OO OOO reduce DOODOOOOONO reduce UDOOOOO key OO

D000 keyOUOQOOoooooodo value DOOOOODOOOO0OOOO

3.3 U WordCount [I[]

100gog

packageorg.apache.hadoop.examples;
importjava.io.lOException;

importjava.util.StringTokenizer;
importorg.apache.hadoop.conf.Configuration;
importorg.apache.hadoop.fs.Path;
importorg.apache.hadoop.io.IntWritable;
importorg.apache.hadoop.io.Text;
importorg.apache.hadoop.mapreduce.Job;
importorg.apache.hadoop.mapreduce.Mapper,
importorg.apache.hadoop.mapreduce.Reducer;
importorg.apache.hadoop.mapreduce.lib.input.FileInputFormat;
importorg.apache.hadoop.mapreduce.lib.output.FileOutputFormat;
importorg.apache.hadoop.util. GenericOptionsParser,

public class WordCount {

public static class TokenizerMapper

extends Mapper<Object, Text, Text, IntWritable>{

private final static IntWritable one = new IntWritable(1);

private Text word = new Text();

oP
X
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public void map(Object key, Text value, Context context)
throwslOException, InterruptedException {
StringTokenizeritr = new StringTokenizer(value.toString());
while (itr.hasMoreTokens()) {

word.set(itr.nextToken());

context.write(word, one);

}

}
}

public static class IntSumReducer

extends Reducer<Text,IntWritable, Text,IntWritable> {

privateIntWritable result = new IntWritable();

public void reduce(Text key, lIterable<IntWritable>values,Context context)
throwslOException, InterruptedException {

int sum = O;

for (IntWritableval : values) {

sum += val.get();

}

result.set(sum);

context.write(key, result);

}
}

public static void main (String[] args) throws Exception {

Configuration conf = new Configuration();

String[] otherArgs = new GenericOptionsParser(conf, args).getRemainingAr

9s();

if (otherArgs.length = 2) {
System.err.printin("Usage:  wordcount<in><out>");
System.exit(2);

}

Job job = new Job(conf, "word count");
job.setJarByClass(WordCount.class);

job.setMapperClass(TokenizerMapper.class);

oP
X
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job.setCombinerClass(IntSumReducer.class);
job.setReducerClass(IntSumReducer.class);
job.setOutputKeyClass(Text.class);
job.setOutputValueClass(IntWritable.class);
FileInputFormat.addinputPath(job, = new Path(otherArgs[0]));
FileOutputFormat.setOutputPath(job, = new Path(otherArgs[1]));

System.exit(job.waitForCompletion(true)  ? 0 : 1);

}
}

10 Map U U

public static class TokenizerMapper

extends Mapper<Object, Text, Text, IntWritable>{

private final static IntWritable one = new IntWritable(1);
private Text word = new Text();

public void map(Object key, Text value, Context context)
throwsIOException, InterruptedException {
StringTokenizeritr = new StringTokenizer(value.toString());
while (itr.hasMoreTokens()) {

word.set(itr.nextToken());

context.write(word, one);

}
}

Map OO 0O OOO org.apache.hadoop.mapreduce 0O Mapper OO0 [
O Omap 000000 map UOOOOOOO key OO value 000000

O000oooon map OO0 value DOOODOOOOOODOOOOOOO
OO0O00O0O00000 keyOOUOOOOooooooooooooooOoOoOon
00O StringTokenizer DO OO0O0OO0OOOOOOOOOOO  <word,1> [
map DO OOOOO0OO0OO0OO0OO0OO0OO0OO0O0O0 MapReduce OO O0O0O

290009
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21 Reduce [ [

public static class IntSumReducer

extends Reducer<Text,IntWritable, Text,IntWritable> {

privateIntWritable result = new IntWritable();

public void reduce(Text key, Iterable<IntWritable>values,Context context)
throwslOException, InterruptedException {

int sum = O;

for (IntWritableval : values) {

sum += val.get();

}

result.set(sum);

context.write(key, result);

}
}

Reduce OO OOO org.apache.hadoop.mapreduce [0 Reducer [ [
O OO0 O reduce O0O0O Map OO OO <key,values> 0 key DO OO 0O

values D00 UOO0O00O00O0O0O00O0O0O0 Map UOUODOUOO Reduce OOOO
00 reduce DOOOOO values DOOOOOOOOOOOOODOOO

3000 MapReduce 00

public static void main (String[]] args) throws Exception {

Configuration conf = new Configuration();

String[] otherArgs = new GenericOptionsParser(conf, args).getRemainingAr

9s();

if (otherArgs.length = 2) {
System.err.printin("Usage:  wordcount<in><out>");
System.exit(2);

}

Job job = new Job(conf, "word count");

290009
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job.setJarByClass(WordCount.class);
job.setMapperClass(TokenizerMapper.class);
job.setCombinerClass(IntSumReducer.class);
job.setReducerClass(IntSumReducer.class);
job.setOutputKeyClass(Text.class);
job.setOutputValueClass(IntWritable.class);
FileInputFormat.addinputPath(job, = new Path(otherArgs[0]));
FileOutputFormat.setOutputPath(job, new Path(otherArgs[1)));

System.exit(job.waitForCompletion(true)  ? 0 : 1);

}

0 MapReduce OO0 Job OO0 OOUOOooooooooogn Job
D00 oooood TokenizerMapper
OO0 Map DO OO OOOOO IntSumReducer OO Combine O Reduce [0
JO00000000 Map OO0 Reduce UOOOOOOMOkey OOOO Textd

value OO0 IntWritable 0O D OO0OO0O0OO0 OO0 OOOOOO0OOOOOO
O FilelnputFormat [ FileOutputFormat DO 00O 0O0O0O0OO0OOOOOOO

0000 job.waitForCompletion() OOOOOOO

41 WordCount 0 [ [ [

0000 WordCount 00O DUOOOO0OOOODOOOOO

10000000 splts0000O0OOOO0O0O0 ODOOOOOODOO splitd
Do0oooooonond <keyyvalue>O00O0O0O 410000000 MapReduce
Jo0ooooooooooug  keyOooDooooodooooOdd  Windows
O Linux OO0O0O0OO00O0O

O umlorg.on
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Hello World
Bye World

i

Hel lo Hadoop

&

71 &

Bye Hadoop

<0, “Hello Hadoop” >
13, “Bye Hadoop” >

<ﬂ, “Hello World"” )
<12, “Bye World" >

A B S
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0 4-1 0O0Oo0Od

2000000 <keyyvalue> 00000000 map DOOOOODDOOOO0O

<key,value> 0 OO0 4-2 000

'}J” ?FFII :*"?II.J' !'Ii

0. “Helle World”
12, “Bve World”

map ()

{0, “Hello Hadoop”
13, “Bve Hadoop”

map ()

map /7 iZ:50

Hello, 1
World, 1l
Bve, 1
World, 1

‘Hello, 17

Hadoop, 1
Byve, 1
Hadoop, 1

0 4-2 00O map U0

3000 map OO OO0 <key,value> OO OMapper 00O OO0 key OO
OO0O0000 Combine DOOO key OO value DOOOOO Mapper OO
Jogoouod 43000
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Hello, ] Bve, 1

Vorld, 1 <Helleo, 1 Bve, 1
Bre. 1 | World. 1 Combine1d #f Hello, 1

World, 1 World, 1 World, 2

Bve, 1

Hadoop, 1 -
Hadoop, 1 C¢nb1n¢LIE%:)
<Hello, ]

Hello, 1
Hadoop, 1
‘Bve, 1

Hadoop, 1

0 4-3Map OO OO Combine 0O

A4[Reducer OO 0O Mapper OO OOD0O0OO0OOOOOOOOOO reduce
Jo0dodooood <key,value> 00000 WordCount OO0 OOOMO

4-4 11 [0

Combine$i it el R Reduce$im il
Bve, 1
Hello. 1
World, 2 Bve, list (1, 1) Bre, 2
TR .4 Hadoop, 1ist (2) E@ Hadeoop, 2
1 e
| Reduce i F¥ Hello, list(l. 1) Hello, 2
Bve. 1> Word, list(2) > Word, 2
Hadoop, 2
Hello, 1 = L J

[0 4-4Reduce DO OOOOOO
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50 MapReduce 0 00O

Hadoop U OO0 MapReduce Release 0.20.0 0O APIOOOOOOON
Mapreduce JAVAAPI OO0 0O0OO0OOOOODOO

O AP0 oouototd APIODLODUOUOOUOLOOUOLOOOLOOOLOoOOn
O APIOOO0OOGO

OO APIOOO0O AP0 gbooboogogn

e U APIU0O0OUOOOUOOOOOOOOOUOOOUOOUOOOOOOO
DJoooood (oo )ydoouodooouooooooouoooao
OO0 API OO Mapper O Reducer OO 0O OO

« 0O API OO org.apache.hadoop.mapreduce 0O (U O0O)OOOOOOO
API OO OO org.apache.hadoop.mapred 00

e O API OOO O context object( U U0 OO)OO OO OO OO 0O
MapReduce OOUOOOOODOOO MapContext DOOOOO JobConf [
OutputCollector [0 Reporter 0000
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