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Hadoop Streaming 00

goon

http://dongxicheng.org/mapreduce/hadoop-streaming-programming/

1004d

Hadoop Streaming 0 Hadoop UUOU0OOODOOO0OOODDODOOOODDODOOOODODODOOOOO

000 Mapper 0O Reducer O0O0O0O

OO0 shell OO0O0O0OO0OO0OOOOOOO mapper [ reducer Ocat OO mapper Owc OO reducer O

$HADOOP_HOME/bin/hadoop jar $HADOOP_HOME/hadoop-streaming.jar \
-input mylnputDirs \

-output myOutputDir \

-mapper cat \

-reducer wc

O0d0doooooood Hadoop Streaming O00000ddOood  Hadoop Streaming 000
O0000000 Hadoop Streaming 00000000 OOOOO0O0O O C++ OCOshell OO 0O python
000 WordCount OOU0OOOOOO0OOOOOOOO gooooodoooogo O@ooooo
Hadoop-0.20.2 O0)

(DO0ODOO0oO0O0ooboOdOg cCcOO C+ OO0OO0OO00 HadoopPipes ODOOOOOOOOOO Hadoop

Pipes 000 )

00 Hadoop Streaming O00d0doooooooooad Hadoop Streaming oood d

2 [0 Hadoop Streaming 00

mapper [ reducer J0O0DOD0D0O0O0O0OODDOOO0ODOOOOO0ODODOOOOODOO Streaming
00000 MapReduce O0OODODODODODO tasktracker OOOOO0OOOOOOOOOO

gofdouoooouoonoooon mapper [ mapper OOUOOOO0OOO mapper OOOOO
gobuogooooooon mapper U0OU0O0OU0OO0OO0O0OOOO0O0OOOO0OOOO0O0O0OOOOO0
gogoud 00O mapper UDOO0OOUOOOOOUOOOOUOODOOUOODOOOODOO
key/ivalue 0000 mapper D000 0O0O00OO0O0O0OODOOO0O tab DOOOOOO keyOOOOOO
00 tabOOO value O OOOO tabOOOO0O key OO value OO null O

OO reducer DO OO

OO0 Map/Reduce [O0O0O streaming mapper/reducer oboooooooo

3 00 Hadoop Streaming ad

Usage: SHADOOP_HOME/bin/hadoop jar \

$HADOOP_HOME/hadoop-streaming.jar [options]

options [

O10-input OOOOOOO

U200 -output O0OOOOONO

O30 -mapper UOOOOOO wmapper UOODOOD0OOODOOOOOOO

040 -reducer OOOOOOO reducer DOOOOOOOOODOOOODO
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050-file 00000000000 OOOO0O mapper OO reducer OO00O0O00O0O00O0O0
siugslsluls

060 -partitioner 0000000 partitioner 00

070 -combiner OOOOOOO combiner OOOOOO java OO0

080-DO00D0ONDOONOOONOD  -onconf OODOOODO

1 00 mapred.map.tasks [ map task [ [

2 1 mapred.reduce.tasks [l reduce task [0

30
stream.map.input.field.separator/stream.map.output.field.separator []
maptask OO /000
Joooo ,ouo0ouwo

4 [ stream.num.map.output.key.fields OO0 map
task OO OO0 keyOOOdOoodO

50
stream.reduce.input.field.separator/stream.reduce.output.field.separa
tor Oreducetask OO /00000000 OOOO0O WO

6 [ stream.num.reduce.output.key.fields 000
reducetask OOOOO keyOOOOOdO
000 HadoopU D OO OO OOOO Mapperld Reducer]
10 Hadoop [ [0 [J [

Aggregate OUOOOOOO reducer OOOOOOO combiner ODOOOOOOOO “O000 "O0O
O“sumi0“ max0D“ minD0OOO0OO0O00 value DOODOOOOOOO  Aggregate OO OO mapper
0000 000000 mapper OOOOO keyvalue 000 “O0000 "OCombiner/reducer oooad
guobogoobbogooobogdg Aggregate 0O O OO “- reducer aggregate " [
D20000000000 Unix OO cut’ O

Hadoop 0O 0O 0O 0O org.apache.hadoop.mapred.lib.FieldSelectionMapReduc Ooooooon
Oo0o0odoo wunix OO “cuti0O00O0O0O0O0 map OOOOOO keylvalue OOO0OOOOOO 0
O000D00000000000 tbOdO0O0O0O0OO0O0O0O0O0ODOO0O0DOOODOOODOOODOO00O0O0
OO0 map OO0 key OO value I OOOO0OO0OO0OOO reduce OOOOOOO keyvalue OOOOOO
D00000000000000  reduce OO0 key O value O

4 Mapper [0 Reducer 00

gooodooooooonon Mapper [0 Reducer OO0 Javall CO C++ [ Shell OO0 python
0o

00 Hadoop ODODOOOOOOO Mapper OO Reducer DOD0DDOD ODOODOODOOOO O
D000000000000000000

000 Hadoop streaming.rar
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g20000000000000b0b0b0bbboboboon
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bbb bouooobougd

shell

goad

020 000 Hadoop OO0 Streaming [0 MapReduce

0030 Hadoop OO C++ OO

0 40 Hadoop Streaming O pipes OO

OO0oo0odn0 C++00 WordCount OO0
http://bbs.hadoopor.com/thread-420-1-2.html

10.

11.

12.

13.

14.

15.

16.

17.

18.

19.

20.

#include "hadoop/Pipes.hh"
#include "hadoop/TemplateFactory.hh"

#include "hadoop/StringUtils.hh"

class WordCountMap: public HadoopPipes::Mapper {
public:
WordCountMap(HadoopPipes::TaskContext& context){}
void map(HadoopPipes::MapContext& context) {
std::vector<std::string> words =
HadoopUitils::splitString(context.getinputValue(), " ");
for(unsigned int i=0; i < words.size(); ++i) {

context.emit(words][i], "1");

class WordCountReduce: public HadoopPipes::Reducer {
public:
WordCountReduce(HadoopPipes:: TaskContext& context){}

void reduce(HadoopPipes::ReduceContext& context) {
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21. int sum = 0;

22. while (context.nextValue()) {

23. sum += HadoopUtils::tolnt(context.getinputValue());

24, }

25. context.emit(context.getinputKey(), HadoopUtils::toString(sum));
26. }

27. }

28.

29. int main(int argc, char *argv]]) {
30. return HadoopPipes::runTask(HadoopPipes::TemplateFactory<WordCountMap,
31. WordCountReduce>());

32. }
oooo

Joooogodod

# ant -Dcompile.c++=yes examples

Jdooogouoboootd  HDESO

# bin/hadoop fs -put build/c++-examples/Linux-i386-32/bin /examples/bin
ooooooo

1. # vi src/examples/pipes/conf/word.xml

3. <?xml version="1.0"?>

4. <configuration>

5. <property>

6. /I Set the binary path on DFS

7. <name>hadoop.pipes.executable</name>
8. <value>/examples/bin/wordcount</value>
9. </property>

10. <property>
11. <name>hadoop.pipes.java.recordreader</name>

12. <value>true</value>
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13. </property>

14. <property>

15. <name>hadoop.pipes.java.recordwriter</name>
16. <value>true</value>

17. </property>

18. </configuration>
oooo

Ooodnd
# bin/hadoop pipes -conf src/examples/pipes/conf/iword.xml -input  in-dir
-output out-dir

000 Hadoop OO Streaming OO0 MapReduce
http://bbs.hadoopor.com/thread-256-1-1.html

O00000 D000 2008-03-0512:51 OOOOOO 2008-03-2511:18
J0d00000000000ooooooooooobooooooooooooOon

http://www.hadoop.org.cn/hadoop/hadoop-streaming/

Michael G. Noll D OO BlogOOOOOO Hadoop OO Python OO MapReduce OO0 OO
0 gogamza 00 BolgOOGOOOOO COO MapReduce DD0OOOOOOOOODOONO :

0000 Map ODODOO0O0O tb ODOODOOOO0ODOODOOOOOODOO Hadoop O [
oooougogon MapReduce 0 0 O
googogon Hadoop D00 O0OOUOOOOOOOOOOOOOOOO Hadoop 0 [

000 00000 O0Hadoop Streaming OO OOO0O JavaOOOOOOO MapReduce [
Streaming 0 STDIN(D O OO )OO STDOUT(DOOO )JOOOODOO Map O Reduced OO
Oooodooooodd STDINO STDOUTO OOOOOO MapReduce OO0 OO0
00 Python O sys.stdind sys.stdoutdd 0O 0O COO stdin O stdout

000000 Hadoop OO0 WordCount 0O ODUOOOOO  MapReducell I WordCount [
ooddoodoootdooodooobooodoooooodn Map 0O OO0 O
gooodoodoooodooodonn Map DO OO0 UOoOo0dooodogn
Oo000o0ood "word>1"0O00OOO0O0OO0O0OO0 OO0O0O0OO0OO0OOOOOO [0 Reduce
Oooodoooooogdn

Python Code
Map: mapper.py
#!/usr/bin/env python
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import sys

# maps words to their counts

word2count = {}

# input comes from STDIN (standard input)
for line in sys.stdin:
# remove leading and trailing whitespace
line = line.strip()
# split the line into words while removing any empty strings
words = filter(lambda word: word, line.split())
# increase counters
for word in words:
# write the results to STDOUT (standard output);
# what we output here will be the input for the
# Reduce step, i.e. the input for reducer.py
#
# tab-delimited; the trivial word count is 1
print '%s\t%s' % (word, 1)
Oooog

Reduce: reducer.py
#!/usr/bin/env python

from operator import itemgetter
import sys

# maps words to their counts
word2count = {}

# input comes from STDIN

for line in sys.stdin:
# remove leading and trailing whitespace

line = line.strip()

# parse the input we got from mapper.py
word, count = line.split()
# convert count (currently a string) to int
try:
count = int(count)
word2count[word] = word2count.get(word, 0) + count
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except ValueError:
# count was not a number, so silently
# ignore/discard this line

pass

# sort the words lexigraphically;

#

# this step is NOT required, we just do it so that our

# final output will look more like the official Hadoop

# word count examples

sorted_word2count = sorted(word2count.items(), key=itemgetter(0))

# write the results to STDOUT (standard output)
for word, count in sorted_word2count:

print '%s\t%s'% (word, count)
ERERERE

C CodeMap: Mapper.c
#include <stdio.h>
#include <string.h>
#include <stdio.h>
#include <stdlib.h>

#define BUF_SIZE 2048
#define DELIM “\n"

int main(int argc, char *argv[]){
char buffer[BUF_SIZE];
while(fgets(buffer, BUF_SIZE - 1, stdin)){
int len = strlen(buffer);
if(buffer[len-1] == "\n")
buffer[len-1] = O;

char *querys = index(buffer, ' ");
char *query = NULL;

if(querys == NULL) continue;

querys +=1; /* not to include \t' */

query = strtok(buffer, " ");
while(query){
printf("%s\t1\n", query);
query = strtok(NULL, " ");



}

return O;

}
oooog

Reduce: Reducer.c
#include <stdio.h>
#include <string.h>
#include <stdio.h>
#include <stdlib.h>

#define BUFFER_SIZE 1024
#define DELIM "\t"

int main(int argc, char *argv[]){
char strLastKey[BUFFER_SIZE];

char strLine[BUFFER _SIZE];
int count = 0;

*strLastKey = "\0';
*strLine = "\0';

while( fgets(strLine, BUFFER_SIZE - 1, stdin) ){
char *strCurrkey = NULL;
char *strCurrNum = NULL,;

strCurrKey = strtok(strLine, DELIM);
strCurrNum = strtok(NULL, DELIM); /* necessary to check error but.... */

if( strLastKey[0] == "\0"){
strcpy(strLastKey, strCurrkey);

if(strcmp(strCurrKey, strLastKey)H{
printf("%s\t%d\n", strLastKey, count);

count = atoi(strCurrNum);

}else{
count += atoi(strCurrNum);

}
strcpy(strLastKey, strCurrkey);

}
printf("%s\t%d\n", strLastKey, count); /* flush the count */
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return O;

}
oooo

obooouooogn

chmod +x mapper.py

chmod +x reducer.py
echo "foo foo quux labs foo bar quux" | ./mapper.py | ./reducer.py

bar 1
foo 3
labs 1

quux 2

g++ Mapper.c -o Mapper
g++ Reducer.c -0 Reducer
chmod +x Mapper

chmod +x Reducer

echo "foo foo quux labs foo bar quux" | ./Mapper | ./Reducer

bar 1
foo 2
labs 1
quux 1
foo 1
quux 1

ooon

OOO0O00 cOodo Python ODOOO ,00 Python OOOOOOOODO .000 Hadoop
O, 0o00dood doboddooodododooodon O Hadoop DO ODOOOOO
Joooooooonod wget http://www.gutenberg.org/dirs/etext04  /7ldvc1O.txt. O 0O 0O O O
OO0 /tmp/doc ODODOOO .0000OO0O0 HDFSO.

bin/hadoop dfs -copyFromLocal /tmp/doc doc
o000

OO0 binfhadoopdfs-lIsdoc OO00OOOOOO ..OO000O0OooooO MapReduce [0 Job.

bin/hadoop jar /home/hadoop/contrib/hadoop-0.15.1-streaming.jar -mapper
/home/hadoop/Mapper\
-reducer /home/hadoop/Reducer -input doc/* -output c-output -jobconf

mapred.reduce.tasks=1

additionalConfSpec_:null

null=@ @ @userJobConfProps_.get(stream.shipped.hadoopstreaming

packageJobJar: [] [/fhome/msh/hadoop-0.15.1 /contrib/hadoop-0.15.1-streaming.jar]
/tmp/streamjob60816.jar tmpDir=null
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080304 19:03:13 INFO mapred.FilelnputFormat: Total input paths to process : 1

08/0304 19:03:13 INFO

[fhome/msh/data/filesystem/mapred/local]

streaming.StreamJob:

08/0304 19:03:13 INFO streaming.StreamJob: Running job: job 200803031752 0003
080304 19:03:13 INFO streaming.StreamJob: To kill this job, run:

080304 19:03:13

INFO streaming.StreamJob:

/home/msh/hadoop/bin/../bin/hadoop job

-Dmapred.job.tracker=192.168.2.92:9001 -kill job_200803031752_0003

08/0304 19:03:13 INFO

streaming.StreamJob:

http://hadoop-master:50030/jobdetails.jsp?jobid=job 200803031752 0003

080304 19:03:14 INFO streaming.StreamJob:
080304 19:03:15 INFO streaming.StreamJob:
080304 19:03:16 INFO streaming.StreamJob:

080304 19:03:19 INFO streaming.StreamJob:

map 0% reduce 0%
map 33%
map 100%

map 100%

reduce 0%
reduce 0%

reduce 100%

08/0304 19:03:19 INFO streaming.StreamJob: Job complete: job 200803031752 0003
08/0304 19:03:19 INFO streaming.StreamJob: Output: c-output

bin/hadoop jar

/home/hadoop/mapper.py\

-reducer /home/hadoop/reducer.py

mapred.reduce.tasks=1

additionalConfSpec_:null

/home/hadoop/contrib/hadoop-0.15.1-streaming.jar

-input

-mapper

doc/*  -output  python-output -jobconf

null=@ @ @userJobConfProps_.get(stream.shipped.hadoopstreaming

packageJobJar: ]
[tmp/streamjob26099.jar tmpDir=null

[fhome/hadoop/hadoop-0.15.1 /contrib/hadoop-0.15.1-streaming.jar]

080304 19:05:40 INFO mapred.FilelnputFormat: Total input paths to process : 1

08/0304 19:05:41 INFO

[f/home/msh/data/filesystem/mapred/local]

streaming.StreamJob:

08/0304 19:05:41 INFO streaming.StreamJob: Running job: job_200803031752_0004
080304 19:05:41 INFO streaming.StreamJob: To kill this job, run:

08/0304 19:05:41

INFO streaming.StreamJob:

/home/msh/hadoop/bin/../bin/hadoop job

-Dmapred.job.tracker=192.168.2.92:9001 -kill job 200803031752 0004

08/0304 19:05:41 INFO

streaming.StreamJob:

http://hadoop-master:50030/jobdetails.jsp?jobid=job_200803031752_0004

080304 19:05:42 INFO streaming.StreamJob:
080304 19:05:48 INFO streaming.StreamJob:
080304 19:05:49 INFO streaming.StreamJob:
080304 19:05:52 INFO streaming.StreamJob:

map 0% reduce 0%
map 33%
map 100%

map 100%

reduce 0%
reduce 0%
reduce 100%

080304 19:05:52 INFO streaming.StreamJob: Job complete: job_200803031752_ 0004
08/0304 19:05:52 INFO streaming.StreamJob: Output: python-output

ooon

O Job OO OOOOOO
O JobOOOOOODOOOO

web O 0O O http://localhost:50030/
c-output [0 python-output O OO OO0

ooooooooobogo
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bin/hadoop dfs -Is c-output
Ooooo

Joogodobooobobougoood MapReduce [ 1 [

bin/hadoop dfs -cat c-output/part-00000
Oooo

[0 Hadoop Streaming 00O MapReduce DO OO JavalOUOOO , 000000000

00O Java APl >> C Streaming >> Perl StreamingD D OO0 00000 OO0 10.

OO0 Javal OO MapUGoOodooodoodoododono Reducell U O ,00 Streaming [
goood Map UOOOdoodn Reduce

000 Python OO MapReduce DO OOOOOOOOONO Jython OO0 OO Pyhton O Java
oo ouog cuotuouoooond Hadoop OO0 C++ MapReduce API Pipesl] [
Ooooooodd Hadoop OO OO OOO Javal O ooodoodoooodod
http://www.lunchpauze.com/ 2007/10/writing-hadoop-mapreduce-program-in-php.html 0 0O o
D000 phpOOO MapReduce OO ,O php OO oo

Map: mapper.php

#!/usr/bin/php
<?

$word2count = array();

// input comes from STDIN (standard input)
while (($line = fgets(STDIN)) !== false) {
/I remove leading and trailing whitespace and lowercase
$line = strtolower(trim($line));
Il split the line into words while removing any empty string
$words = preg_split('AW/', $line, 0, PREG_SPLIT_NO_EMPTY);
/Il increase counters
foreach ($words as $word) {
$word2count[$word] += 1;

/[ write the results to STDOUT (standard output)
/l what we output here will be the input for the
I/l Reduce step, i.e. the input for reducer.py
foreach ($word2count as $word => $count) {

/Il tab-delimited

echo $word, chr(9), $count, PHP_EOL;

?>
ool
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Reduce: mapper.php

#!/usr/bin/php
<?

$word2count = array();

/l input comes from STDIN

while (($line = fgets(STDIN)) !== false) {
// remove leading and trailing whitespace
$line = trim($line);
/Il parse the input we got from mapper.php
list($word, $count) = explode(chr(9), $line);
I/ convert count (currently a string) to int
$count = intval($count);
// sum counts

if ($count > 0) $word2count[$word] += $count;

/I sort the words lexigraphically

Il

/I this set is NOT required, we just do it so that our
/I final output will look more like the official Hadoop
// word count examples

ksort($word2count);

I/ write the results to STDOUT (standard output)

foreach ($word2count as $word => $count) {
echo $word, chr(9), $count, PHP_EOL;

?>
goon

oogobooooogd goboobuod oboobuoobooo ooouoood
oo

Hadoop Streaming 0O0O0O0OOO 0odnd Javauddododoooooooood



P

map-reduce 00

goad [

InputFile --> mappers --> [Partitioner] --> reducers --> outputFiles

HEN
1 000oboboobooobboobuoboboon *

2 J00oooooood PCUOUODUO mapper UUDOUDDOOO0OOOOOOODOOOOO
ooodo

3mapper 00000000000 DOODODOOOODOOOOODOOOOOO cec++( OODO
Oooooog  ),python,...... D000 O mapper O reducer mapper DOOOOOGOOO 0O
OO0 Partitioner, DOOODODO0O0OOOOOODOO reducer O OO

4 Partitioner 0000000000 ODOOO0ODOODOOODODOOODODOOO 00000
mapper DO OO0 o00ooooong reducer 0O OO0

5reducer [ mapper
6 00000 DOoO0ooOooooo

Hadoop Streaming

1 O hadoop-streaming.jar OO0 O $HADOOP_HOME/contrib/streaming []

OO0O0000O hadoop-streaming O0O0O0OOOOO0OOOOOOOOO0 python 0 OOOOO
000 ,000000000040

1 OO mapper or reducer O task O0O0OOOO -obconf OO000O00O0OO0OOOOODOO
Ooo0Dooooono  -b, 000 -bOoOOo0odOoooOooooonon 0000 maper O reducer

Jodoodododououononooooooogo /bin/hadoop jar
hadoop-0.19.2-streaming.jar -D ......... -input ........ Jodoobobuoooooooooon
0000000000 0D0O0bOOo0Oog task 000000000 ODOODOOODOOO 00
O oogo

2 000oobogoooaa streaming OO0O0O0O0O0O0O0OOOO0OODOOODOOOOO
oodobbbudggoobobbuoooooobbgooooobbod

10.2.3.40 1
11.22.33.33 1

www.renren.com 1

www.baidu.com 1

10.2.3.40 1

O00000o0oo0ooooooooogoooog ip O url O count OOOOOOODOOO
Oo0gd

00oo00oo00ooo key OO0 key OO0 O-key O key 0OOO0ODOO0 O-key OO
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P

oodoobboggooooon goooobbboogggd ooooob oobb
g ?

Ooodoodoodond OO0 mapper OO0 ooOod A 000 keyvalue HRERERN
OO0 key OOOOO -key OO0 Partitioner DODO0OO0O0OODOOOOOOOOOOOO
KEY,OOOOoOOOOoOoooOd p O w O000000O0OODOOOCOOOOOO0O -key OO
O mapper OOOGOOO key OOOOOOO "OO "OOOO partitioner O OOOOO0O0O0O
OO0 mapper 00O OOO

D&10.2.3.40 1
D&11.22.33.33 1
Wé&www.renren.com 1
Wé&www.baidu.com 1
D&10.2.3.40 1

ooogoogon

-partitioner org.apache.hadoop.mapred.lib.KeyFieldBasedPartitioner //
O000O00oon

-jobconf map.output.key.field.separator='&' f O000000ododao
O0o00ooooon
-jobconf num.key.fields.for.partition=1 [/ 000000 & OO0OO

0oooooon
Jo0dogodgd  parttioner Joooooodd

0 reducer DO OOOOO "OO0"ODO(DOOOOO )Y OOoooooooooo
googoogg

3: Uuooot
(00 0O 0ODo0ooooooooooooooog )

Jodoooooodooouooooooooooo hadoop-streaming [
DJdoodooodooooooooooon

Jood -file( UDOODOOODOOOOOOO ) OOUOOOODOOUOOOOO
Jdoodoobodoobodoon pyobbOoOooboOoOoo

OO0000 mapperdd import ODUOOOO0OOOOOOO -file Oooon
OoOdod -file moudle/* OO0O0O00od streaming
Jdo00oddobod0 booboooboooboooboooob oboooo
Oooodn

0: OO0OO0O chmod +x *.py Opy OODOO0OO0ODODODOOOODODOO

HEN
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1. 0000 mg.py OOO mapper OO0

def mgFunction(line):

if(line[0] >= 0 and line[O] <=
return "D&" + line
return "W&" + line
2. mapper.py
#!/usr/bin/env python
import Sys
sys.path.append('/home/liuguoging/Desktop/hadoop-0.19.2/moudle’)
import mg
for line in  sys.stdin:
line = mg.mgFunction(line)
line = line.strip()
# print line
words = line.split()
print '%s\t%s' % (words]O0], words[1])
3: reducer.py
#!/usr/bin/env python

import sys

user_login_day = {}

for line in sys.stdin:
line = line[2:]// Oood
line = line.strip()
userid, day = line.split('\t', 1)

user_login_day[userid] = user_login_day.get(userid, 0) + 1

for uid in user_login_day.keys():

print '%s\t%d' % (uid, user_login_day][uid])

Jo0odoooooooooooon hadoop-streaming

HEN

'9"):
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./bin/hadoop jar hadoop-0.19.2-streaming.jar \

#streaming jar

-D mapred.reduce.tasks=2 \

#00O 20 reduce OO0

-input user_login_day-input2/* \

#UO0O00O0O0O0 goo  dir/* 0O

-output user_login_day-output102

#O0000O0000O

-mapper ~/Desktop/hadoop-0.19.2/python/mapper/get_user_login_day_ back.py \
#00O mapper UUOU0O0OO 0OO0O00OO0OO0O0OOOOOOOOOO

-reducer ~/Desktop/hadoop-0.19.2/python/reducer/get_user_login_day back.py \
#0 0O reducer OODODOO

-file ~/Desktop/hadoop-0.19.2/moudle/* \

#U00O000OO0OO dir/* 0o

-partitioner org.apache.hadoop.mapred.lib.KeyFieldBasedPartitioner \

#0O O partitioner OO0 class

-jobconf map.output.key.field.separator='&" \

#0 0 O-key OOG0OOO0O ‘&'

-jobconf num.key.fields.for.partition=1

#U0000O0O00O ° &

liuguoging@liuguoging-desktop:~/Desktop/hadoop-0.19.2%$ ./bin/hadoop jar
hadoop-0.19.2-streaming.jar -D mapred.reduce.tasks=2 -input user_login_day-input2/*
-output user_login_day-output102 -mapper
~/Desktop/hadoop-0.19.2/python/mapper/get_user_login_day_back.py -reducer
~/Desktop/hadoop-0.19.2/python/reducer/get_user_login_day_back.py -file
~/Desktop/hadoop-0.19.2/moudle/* -partitioner
org.apache.hadoop.mapred.lib.KeyFieldBasedPartitioner -jobconf
map.output.key.field.separator='&' -jobconf num.key.fields.for.partition=1

10/01/24 03:19:15 WARN streaming.StreamJob: -jobconf option is deprecated, please use -D
instead.

packageJobJar: [/home/liuguoging/Desktop/hadoop-0.19.2/moudle/mg.py,
/homel/liuguoging/Desktop/hadoop-0.19.2/moudle/mg.pyc,
/tmp/hadoop-liuguoging/hadoop-unjar6780057097425964518/] []
ltmp/streamjob3100401358387519950.jar tmpDir=null

10/01/24 03:19:15 INFO mapred.FilelnputFormat: Total input paths to process : 2
10/01/24 03:19:15 INFO streaming.StreamJob: getLocalDirs():
[[tmp/hadoop-liuguoging/mapred/local]

10/01/24 03:19:15 INFO streaming.StreamJob: Running job: job 201001221008 0065
10/01/24 03:19:15 INFO streaming.StreamJob: To Kill this job, run:

10/01/24 03:19:15 INFO streaming.StreamJob:
/home/liuguoging/Desktop/hadoop-0.19.2/bin/../bin/hadoop

job -Dmapred.job.tracker=hdfs://localhost:9881 -kill job 201001221008 0065
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10/01/24 03:19:15 INFO streaming.StreamJob: Tracking URL:
http://localhost:50030/jobdetails.jsp?jobid=job 201001221008 0065

10/01/24 03:19:16 INFO streaming.StreamJob: map 0%  reduce 0%
10/01/24 03:19:17 INFO streaming.StreamJob: map 33%  reduce 0%
10/01/24 03:19:18 INFO streaming.StreamJob: map 67%  reduce 0%
10/01/24 03:19:19 INFO streaming.StreamJob: map 100%  reduce 0%
10/01/24 03:19:27 INFO streaming.StreamJob: map 100%  reduce 50%
10/01/24 03:19:32 INFO streaming.StreamJob: map 100%  reduce 100%

10/01/24 03:19:32 INFO streaming.StreamJob: Job complete: job 201001221008 0065
10/01/24 03:19:32 INFO streaming.StreamJob: Output: user_login_day-output102
liuguoging@liuguoging-desktop:~/Desktop/hadoop-0.19.2$ ./bin/hadoop dfs -Is
user_login_day-output102

Found 3 items

drwxr-xr-x - liuguogqing supergroup 0 2010-01-24 03:19
/user/liuguoging/user_login_day-output102/ logs

-rW-r--r-- 1 liuguoqing supergroup 25 2010-01-24 03:19
/user/liuguoging/user_login_day-output102/part-00000

-rw-r--r-- 1 liuguoging supergroup 47 2010-01-24 03:19
/user/liuguoging/user_login_day-output102/part-00001

liuguoging@liuguoging-desktop:~/Desktop/hadoop-0.19.2$ ./bin/hadoop dfs -cat
user_login_day-output102/part-00000

54321 2
99999 1
12345 12

liuguoging@liuguoging-desktop:~/Desktop/hadoop-0.19.2% ./bin/hadoop dfs -cat
user_login_day-output102/part-00001
http://www.renren.com 3

http://www.baidu.com 3

ooogoogd

4:c++ [0O0OO

oogoouooboon mapper reducer 0O 00O

g++ mapper.cpp -0 mapper

g++ reducer.cpp -0 reducer

9
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oodoooon mapper reducer 0O0O0OOO mapper O reducer DOOOOOO OO0

ooooobod

HEN [

mapper.cpp
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#include <stdio.h>
#include <string>
#include <iostream>

using namespace std;

int main(){
string key;
string value;
while(cin>>key){
cin>>value;
cout<<key<<"\t"<<value<<endl;

}

return O;

reducer.cpp

#include <stdio.h>
#include <string>
#include <map>
#include <iostream>
using namespace std;
int main(){
string key;
string value;
map<string, int> word2count;
map<string, int> :: iterator it;
while(cin>>key){
cin>>value;
it = word2count.find(key);
if(it I= word2count.end(){

++it->second;

}

else{
word2count.insert(make_pair(key, 1));
it->second = 0;

}

for(it = word2count.begin(); it '= word2count.end(); ++it){

cout<<it->first<<"\t"<<it->second<<endl;



P

return O;

OJo0oddon c++ OO0 hadoop map-reduce 0ad

Hadoop Streaming [1 Pipes [ ]

O0O0O0O0O0Ogogg htp://bbs.hadoopor.com/viewthread.php?tid=542

Joodoooog ,0000ddd  C/IC++ 00 mapreduce OO0 .00 :

http://bbs.hadoopor.com/thread-256-1-1.html

http://bbs.hadoopor.com/thread-420-1-2.html

O. 00,00 streem JOOO0O0O ,00 stream OO mapreduce OO0 ,00 reduce 0O 00O
000 map DOOOO0OOOO ,000000

. gougodoogon Oooood .0 linux 0,000 sddin DOOO0OO0OO0OO00O0O0O

00,000 socket OOOOO stream OO ,000 hadoop O, 000000 linux OOO .

gooogn

O.0000o0d ,0 hadoop O ,stream 0O OO stdin, O pipes OO0 socket. OO OOO

oooogooon

By O guxiangxi

Joboobodooobgooobgooon ooobouoooobooobbuoog

streaming DO 0000000 O0O0OOOOOOOOO C++ 000 mapreduce OO javal

OO0 Pipes DD DODOOOOOOOOOOOOOOO

100 http://cxwangyi.blogspot.com/2010/01/writing-hadoop-programs-using-c.html

201

http://remonstrate.wordpress.com/2010/10/01/hadoop-%E4%B8%3A%E 7%9A%84-c-%E
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30 http://blog.endlesscode.com/2010/06/16/simple-demo-of-streaming-and-pipes/

iR - Eie
Q) uml.arg.cn



P

Oooood

10 Streaming 0 Hadoop O OOOOOOOOOOOOOOOMO MapReduce 00
APIOJ 0O Hadoop OO0 Javal DO OOOOOO Java [Lucene O Nutch OO OO Hadoop
00000 Hadoop Streaming O OOOOOOOOOO Unix 0OOOOOOOO  Hadoop
OO000000o0ooooo0o oOooooooobooooooood Oo00oOooooon
OO00000000O0DOO00000o0oOoOo0oooooooooooon key OO value [
Otab OOO0O0O0O OOO reduce OOOOOOO hadoop ODODOODODOOOOOOOONO

O key ODOQOQ

2[Hadoop Pipes [ Hadoop MapReduce 0O C++00000000OOOOO0O Hadoop
Streaming OOOOO Streaming OOOOO C++ 00 Hadoop Pipes [ tasktacker [
map/reduce 00000000 socket DOOOO ODDOOOOODOOO OOO JINIUOHadoop
Pipes O OO0O0O standalone 000 ODOOO0OOOOO  pseudo-distributed 0O 0OOO0O

Hadoop Pipes OO0 Hadoop ODOOOOOOOO O0O0OO0OOOOOO HDFS OOOOO
000000 Java OOOOOO0O HadoopPipes 0O key 00 value O0OOO STL O string O
O0000000ooobOooooooooooooono

300000 hadoop pipes 0O hadoopstreaming O000O0OOOOOOOOOONO
OO00OOpipes OOOO hadoop [ counter [O0O0OO Java native code [0 [OJava native
code JO0OOOOO Writable O0OO0OOOOOOOMO key/value OO pipes [

streaming 000000000000 OOOODOOOOOOODOOOOOOOOOOO
O0pipes OOOOOOO hadoop DOOOOOOOOOOOOOOOOMO Java native

code 00O C++ ODOOODOOUOOUOOOOO streaming code [0 pipes 0O OO0
bytearray 0O OO0OO stdistring D000 0O0O0OO0OOO0OOOOOOOOOOOOO0O
Oo0ooooooooooooooooonod keylvalue 0O0O0OOO

OO000000 pipes OO0 hadoop OOOOOO $~/hadoop-0.21.0/bin/hadoop OO

0000 pipe 000000

gooogod

10 http://developer.yahoo.com/hadoop/tutorial/module4.html#pipes

201 http://code.google.com/p/hypertable/wiki/MapReduceWithHypertable
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http://blog.endlesscode.com/ 2010/06/16/simple-demo-of-streaming-and-pipes/

by Stephen posted on 2010/06/16

0 0 Hadoop Streaming

Streaming 0 Hadoop U O ODOOUOOOOOOOODOOO MapReduce OO APIO OO
Hadoop OO Javad OO OOOOO  Javal Lucene Nutch OO OO Hadoop OO O OO

Hadoop Streaming DO OO0 OOO0OO0O0O UnxOOOOOOOOO Hadoop O OO O OO
O00O0000d00d0D00ODOO0000ooDoObOo0o0o00ooobOoO0o00ooDoboooOooo

O00000o0oooooooooono
O000000000 keyO valueOOD tabOOO0O0O OO0 reduce 0 O0OOOOO hadoop

Joogodoboooogoogd keyOQo oo
Ooododod PythonOOODODOOOOO

#
01
max_temperature_map.py
02 #!/usr/bin/env python
03 Import sys
04 for linein sys.stdin:
05 val= line.strip().split()
06 # JOdodooooooog
oooond
07 print "%s\t%s"%(val[0], val[1])
08
09 # max_temperature_reduce.py
#!/usr/bin/en
10
v python
11 Import sys
last_key,
12 (last_key

max_val)= (None,0)

13 for linein sys.stdin:

KRR - EiE

O umlorg.on



HQQQQQ SR - B
A

A Q) umlorg.cn

14 (key,
temp)= line.strip().split(\t")
15 if last_keyand last_key != key:
16 print "%s\t%s" % (last_key, max_val)
17 (last_key, max_val)= (key,int(temp))
18 else:
19 (last_key, max_val)= (key,max(max_val,int(temp)))
20
21 if last_key:
- print "%s\t%s" % (last_key,

max_val)

“ iflast keyandlast key!=key D00 O0O0O0DOOOOOOOOOO (key, value[) D OO OO
OO0o0oooooon  (last_key, max va)O OO O (key, value[) OO OO reduce OO OO

Doooogoono " iflast_keyand last_key !l=keyO OO0 key OO value OO
Oooond
1 hadoop jar /home/stephenchan/hadoop-0.20.2 /contrib/streaming/hadoop-0.20.2-streaming.jar
\
2 -input sample.txt \
3 -output pyoutput \
-mapper
4 max_temperature_map.py
\
5 -reducer max_temperature_reduce.py
5 # 00O MapReduce DO OOOOOOOO
00O
- # cat sample.txt | python max_temperature_map.py | sort | python

max_temperature_reduce.py > pyoutput.txt

[0 0 Hadoop Pipes

Hadoop Pipes Hadoop MapReduce O C+H]1 OO OOOOOOOOOO Hadoop Streaming
OOoododno Streaming 00000 C+HIIHadoop Pipes [0 tasktacker I map/reduce 0 0O [0
0000 socketODOOOUOOOOOOOOOOOOO JNIC
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Hadoop Pipes 0 O OO0 standalone OO OO O0OOOOOO  pseudo-distributed OO O OO
Hadoop PipesO 00 Hadoop DO ODOODOOOOOOOOOOOONO HDFSO O OO OO
Ooooo

0 Javall 0 OO OO0 Hadoop PipesO key O value OO OO STLO stingCO0 000000
O00000000D0OoOo000oOoon

C+H1000on
01 [* max_temperature.cpp */
#include
02 _
<algorithm>
#include
03 o
<limits>
#include
04 _
<string>
05
#include
06 _
"hadoop/Pipes.hh"
07 #include "hadoop/TemplateFactory.hh"
#include
08

"hadoop/StringUtils.hh"

09

10 class MaxTemperatureMapper :public HadoopPipes::Mapper
{

11 public:

15 MaxTemperatureMapper(HadoopPipes::TaskContext&

context) {

13 }

14

15 void map(HadoopPipes::MapContext& context) {

16 std::string line = context.getinputValue();

17 std::string year = line.substr(0, 4);
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22

23

24

25

26

27

28

29

30

31

32

33

34

35

36

37

39

kR - EiE

AN

std::string temp = line.substr(5, 3);

context.emit(year, temp);

class MaxTemperatureReducer :public HadoopPipes::Reducer {

public:

MaxTemperatureReducer(HadoopPipes::TaskContext& context) {

void reduce(HadoopPipes::ReduceContext&
context) {

int maxValue = 0O;

while (context.nextValue())

{

maxValue = std::max(maxValue, HadoopUtils::tolnt(context.getinputValue()));

context.emit(context.getinputKey(), HadoopUtils::toString(maxValue));

int main(int argc,char *argv([]) {

return HadoopPipes::runTask(HadoopPipes::TemplateFactory<MaxTemperatureMapp

er, MaxTemperatureReducer>());

}

makefile 0 0O 0O
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PLATFORM=Linux-i386-32

CC =g++

’."Jk\. E

CPPFLAGS = -m32 -I$(HADOOP_INSTALL)/c++/$(PLATFORM)/include

max_temperature: max_temperature.cpp

$(CC) $(CPPFLAGS) $< -Wall
-L$(HADOOP _INSTALL)/c++/$(PLATFORM)/lib
-Ihadooppipes \

-lhadoopuitils -Ipthread -g -O2 -0 $@

000 make OO OOO max temperature 0O ODOOO0OOOOOO0O
gougodobooougn dist 0 O

01

02

03

04

05

06

07

08

09

10

hadoop fs -put max_temperature bin/max_temperature

hadoop fs -put sample.txt
temp_sample.txt

hadoop pipes \

-D

hadoop.pipes.java.recordreader=true \

-D hadoop.pipes.java.recordwriter=true \

-input temp_sample.txt \

-output cppoutput \

-program
bin/max_temperature

# Jo0Uugouoooon dfs 0 0O OO "hadoop fs" 0O 0O [

hadoop fs
-cat cppoutput/part*

Hadoop pipes 0o

" hadoopfs "I 00 O O
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Category: Hadoop-MapReduce View: 1,574 [0 Author: Dong
O00:Dong | OOOO , D000000OOOOOOOOOOOOODOOOO oood

O O :http://dongxicheng.org/mapreduce/hadoop-pipes-programming/
1. Hadoop pipes oo00dnd
Hadooppipes OO C++ OOOOO mapreduce 0O0O0OOOOOOO C++ O Javal

RecordReader [0 Mapper [0 Partitioner [0 Rducer [0 RecordWriter OOOOOOOO Hadoop pipes

dddddoooooooooo Hadoop Pipes O OO0 [O
00000 Hadooppipes 0O000O0O0O0O0O0O0O0O0OOOOOOOOOOOOO Hadoop pipes

goboogoobgaon MapReduce UO0OOD0O0O0O0O0OODDOOOOO0OODOOOOO

2. Hadoop pipes oooogd

Hadoop-0.20.2 OO0000oOoOoOod pipes DOODOOOOOOO0O src/examples/pipes/impl

00000 wordcount-simple.cc [J wordcount-part.cc [0 wordcount-nopipe.cc doooooooo
gooogao

010 wordcount-simple.cc [0 Mapper 0O Reducer 0O OO C++ OOOOO RecordReader,
Partitioner [0 RecordWriter 00 JavaOOOOOOOO RecordReader [ LineRecordReader [0 [0

InputTextinputFormat O0000oooo ooooooono keydOOOOOOO  value OOPartitioner

O PipesPartitioner [0 RecordWriter [ LineRecordWriter OO0 InputTextOutputFormat Ooooad
00" key n" 0

0020 wordcount-part.cc 0 Mapper 0O Partitioner [0 Reducer OO0O0O C++ O0ODODOOOOODO
Java [ [

0 30 wordcount-nopipe.cc [ RecordReader [ Mapper [ Rducer [0 RecordWriter 0O 0O C++ O

U
JO00odooood  wordcount-simple.cc O000oooon
00 Hadoop O OOOOOOOOOOOONO
ant -Dcompile.c++=yes examples
0 wordcount-simple.cc OO0O0O0O00gogd  wordcount-simple Oooogooo
build/c++-examples/Linux-amd64-64/bin/ guodooodouooood HDFS 00 0o oog

O /user/XXX/ bin o0

bin/hadoop -put  build/c++-examples/Linux-amd64-64/bin/wordcount-simple
luser/XXX/ bin/
O000000 HDFS O /user/XXX /pipes_test_data Ooood

binfhadoop  -put data.txt Juser/XXX /pipes_test data

ooooodoooodo
bin/hadoop pipes \

-D hadoop.pipes.java.recordreader=true \
-D hadoop.pipes.java.recordwriter=true \

-D mapred.job.name= wordcount \
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-input /user/XXX /pipes_test_data \
-output /user/XXX /pipes_test_output \

-program /user/XXX/ bin/wordcount-simple

3. Hadoop pipes HERREEN

godougoogod Mapper [0 Reducer 00O
010 Mapper OGOQO0

O000O00 Mapper O0OODOO HadoopPipes:Mapper 00000000000
class Mapper: public Closable {

public:

virtual void map(MapContext& context) = O;

I3

Oodood map DOOOOOOO MapContext OOOOOOOOMN
class MapContext: public TaskContext {

public:

virtual const std::string& getinputSplit() = O;

virtual const std::string& getinputKeyClass() = O;

virtual const std::string& getinputValueClass() = 0;

0 TaskContext 0O 0OO0O0OOO
class TaskContext {
public:

class Counter {

HEN

public:
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10

11 Counter(int counterld) : id(counterld) {}

12

13 Counter(const Counter& counter) : id(counter.id) {}
14

15 00

16

17k

18

19 virtual const JobConf* getJobConf() = O;

20

21 virtual const std::string& getlnputKey() = 0;
22

23 virtual const std::string& getlnputValue() = 0;
24

25 virtual void emit(const std::string& key, const std::string& value) = O;

26
27 virtual void progress() = 0;

28

29 0O0O.
30

31 }

00000 context ODOOOODOOO key Ovalue Oprogress [ inputsplit O0O0000O0O
Oo0ooooono emit DOOOOO JavaldOO

Mapper 00O 0O0O0OODOOO  HadoopPipes::TaskContext Joooobooooooon
OO0 counter OO OUOOOOOOOOOOOOOOO

oboboooodb counter JOODOOOOOOOOOOOOO

1 WordCountMap(HadoopPipes::TaskContext& context) {
2
3 inputWordsl = context.getCounter( “ group” , " counterl” );
4
5 inputWords2 = context.getCounter( “ group” , " counter2 ” );
6
[
OO counter UOOOOOOMNO
1 context.incrementCounter(inputWords1, 1);
2

3 context.incrementCounter(inputWords2, 1);

00 getCounter OOOU0OOO0O0OO0OOO0OOOO0OOO0OOOOOOOOOOOONO
counter [J

Ooodod counter DOOOUOOOOOOOOOOOOOOOOOOOON web O[O
000

020 Reducer OOOO
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Reducer OO 0O0OOOOO Mapper DOOO0OODOOOOOOO public
HadoopPipes::Reducer [

O Mapper OUOOOOOOOOOO map UOUOOOOOO
HadoopPipes::ReduceContext 000000 nextvalue) OOOOOOOOOOO0O key OO
Ovalue OO00O0ODOOOOOO

00000 RecordReader [0 Partitioner 0O RecordWriter OOOOOO

0 30 RecordReader 0O QOO0

000000 RecordReader OO OOOOOO  HadoopPipes::RecordReader goon

oo

1 class RecordReader: public Closable {

2

3 public:

4

5 virtual bool next(std::string& key, std::string& value) = 0O;
6

7 virtual float getProgress() = 0;

8

9 k

Jodood next O getProgress 00000

000000 RecordReader OO OOOOOOOOO HadoopPipes::MapContext 0d
OO0000Ooog getinputSplit() OOOOOOODOOOOOOOOO InpuSplit OO0 Java O
00000 InputFormat OO0 InputSplt OOOOOOO OOOOOO InpuSplit OOO OO
guoooodooooooogod InputSplit O0O0O0O0OO0OO0OO0OOOOOOOOOOOO
OO00D00O0D0O0OO0ODOoOoDoOon libhdfs OOOO0OOOO0OO next OOO

OO000000000 InputSplit OOOOOO

010 00 JavaOOOO InputFormat O WordCountinpuFormat guooobgd

1  class XXXReader: public HadoopPipes::RecordReader {
2

3 public:

4

5  XXXReader (HadoopPipes::MapContext& context) {

6

7  std::string filename;

8

9 HadoopUtils::StringIinStream stream(context.getinputSplit());
10

11 HadoopUtils::deserializeString(filename, stream);

12

13 00

14

15}
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020 00O JavaUOOOO InputFormat [ TextlnpuFormat 0O0O0O0OOO

class XXXReader: public HadoopPipes::RecordReader {

public:

XXXReader (HadoopPipes::MapContext& context) {

std::string filename;

HadoopUtils::StringinStream stream(context.getinputSplit());

readString(filename, stream);

int start = (int)readLong(stream);

int len = (int)readLong(stream);

HEN

private:

void readString(std::string& t, HadoopUtils::StringInStream& stream)

int len = readShort(stream);

if (len > 0) {

/] resize the string to the right length
t.resize(len);

/l read into the string in 64k chunks
const int bufSize = 65536;

int offset = 0;

char buf[bufSize];

while (len > 0) {

int chunkLength = len > bufSize ? bufSize : len;
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stream.read(buf, chunkLength);

t.replace(offset, chunkLength, buf, chunkLength);
offset += chunkLength;

len -= chunkLength;

}

} else {

t.clear();

long readLong(HadoopUtils::StringInStream& stream) {
long n;

char b;

stream.read(&b, 1);

n = (long)(b & 0xff) << 56 ;
stream.read(&b, 1);

n |= (long)(b & Oxff) << 48 ;
stream.read(&b, 1);

n |= (long)(b & Oxff) << 40 ;
stream.read(&b, 1);

n |= (long)(b & Oxff) << 32 ;
stream.read(&b, 1);

n |= (long)(b & Oxff) << 24 ;
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88

89  stream.read(&b, 1);

90

91 n|=(long)(b & Oxff) << 16 ;
92

93 stream.read(&b, 1);

94

95 n|=(long)(b & Oxff) << 8 ;
96

97 stream.read(&b, 1);

98

99 n |= (long)(b & Oxff) ;

100

101 returnn;

102

103 }

104

105 ¥}

O 40 Partitioner O OO0

OO00000 Partitioner OOO0O0O0O0OO HadoopPipes:: Partitioner oooooooad
class Partitioner {

public:

virtual int partition(const std::string& key, int numOfReduces) = 0O;

virtual ~Partitioner() {}

O© 0O ~NO Ol WDN -

J§

OO0O0000d partition OO0 OOO0O0O

OO0 partiion OO000O00O0O0OO0O0OOOOOOOOOOO key OO reducetask 0[O0
0 numOfReduces 0O0O0O0OOO0OOO  O0~numOfReduces-1 ooood

050 RecordWriter 0O 0O0O0O

O0D0000 RecordWriter O0O0OOOOOO  HadoopPipes: RecordWriter googd

O
O

class RecordWriter: public Closable {

public:

virtual void emit(const std::string& key,

const std::string& value) = O;
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9
O0000 RecordWriter OOOOOOOOOOO HadoopPipes::MapContext oooad
000000 getJobConf() OOODODO HadoopPipes::JobConf odddoooooogoooa

0O reducetask 0O0O0OOO0O OOO reducetask OO0OOO0ODOOOODOOOOOOO Creduce

task DOOOOOO
1  class MyWriter: public HadoopPipes::RecordWriter {

public:

2

3

4

5 MyWriter(HadoopPipes::ReduceContext& context) {

6

7  const HadoopPipes::JobConf* job = context.getJobConf();
8

9

int part = job->getint("mapred.task.partition");

10

11 std::string outDir = job->get("mapred.work.output.dir");
12

13 00

14

15 }

16

17 '}

O0000 emt OODOOOOOOOOOOO

4. Hadoop pipes HRNRERN

00000000 Hadooppipes OOOOO wordcount-nopipe.cc O0ddooon
gubbdgobboooboooboouoooood

Oooooodoooon

010 OO0 InputFormat O WordCountlnputFormat 0000 srcitest/y OO

org.apache.hadoop.mapred.pipes O

20 U00000000O0Ooodd datanode O O0OOOOOOOOO

file:/[Ihome/xxx/pipes_test ( 000 hdfs OOOODO0OO0OOOOO0OOOO0O0 HDFS O OO0
OO0 HDFS D0 O0O0O0O0ODODOO  hdfs://host:9000/user/xxx OO0 /user/xxx O namenode
O host O hdfs D000 O0O0dooooooog file://lhome/xxx/pipes_test oo
/home/xxx/pipes_test O0O0000dd OO0 Obin/hadoop fs —Is file:/[lhome/xxx/pipes_test
OO00000000 /home/xxx/pipes_tes goono )

O00000 datanode OO0O0OO0O0O0O0OO0OOO  /homelxxx/pipes_test/data.txt 00O

goooooooodgod HDFS [ O
lbin/hadoop  -put build/c++-examples/Linux-amd64-64/bin/wordcount-nopipe
Oboooouoooogod

1 bin/hadoop pipes \
2
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3 -D hadoop.pipes.java.recordreader=false \
4

5 -D hadoop.pipes.java.recordwriter=false \
6

7 -D mapred.job.name=wordcount \

8

9 -D

10 mapred.input.format.class=org.apache.hadoop.mapred.pipes.WordCountinputForm
11\

12

13 -libjars hadoop-0.20.2-test.jar \

14

15 -input file:///home/xxx/pipes_test/data.txt \
16

17 -output file:///home/xxx/pipes_output \

-program /user/XXX/bin/wordcount-nopipe

5. Hadoop pipes ooon
0000000 mapreduce O0O0O0OOOOOOOOOOOODOOOO
010 OO0O0OOO0 +iles D000O0O0OO0OOOOOOOOOOOOOOODOOOOO

0000 datanode [0 :
bin/hadoop pipes \

-D hadoop.pipes.java.recordreader=false \

1
2
3
4
5  -D hadoop.pipes.java.recordwriter=false \
6
7  -D mapred.job.name=wordcount \

8

9

-files dic.txt \

10
11 0.

020 0O Mapper OO Reducer DOUOUOUODODO OODOOOOODDOOOODODOOO

0000000 map OO set 00000 map() OO reduce() 0ODOODOO0O

1 WordCountMap(HadoopPipes:.:TaskContext& context) {
2

3 file=fopen( *“ dictxt " ,"r");/IC 000

4

5 0O0O.

6

7}

0000000 RecordReader [ RecordWriter O0O0O0O JavalOUOOOOOODOO

Hadoop OO OO0 OOOOO Hadoop OO0 C++ O libhdfs OO JNIOOO OOOOOOO
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JavalUlUOddododododdoddoooououooooooooooooboobbbbbo libhdfs
ooooon
6. OO

Hadooppipes 0O C++ OOOOO MapReduce O0O0OODDOOOO0OODOOOODODO

goooooogd



