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GPU - High Throughput Processor

CPU core — Low Latency Processor
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Streaming Multiprocessor (SM)

® 32 CUDA Cores
per SM

® 321fp32
ops/clock

® 16 fp64
ops/clock

® 32int32
ops/clock
® 2 warp fiE%
® i s A SCHF
1536 ZifE
® 4 special-function
units (SFU)

® 64KB shared mem
+ L1 cache

® 32K 32-hit Z17t

Fermi Streaming Multiprocessor (SM)
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CUDA Core

® FIHIT

® |EEE 754-
2008 V% S br
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® 7 ¥fFused CUDA Core

mU|t|p|y-add Dispatch Port
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® Global Memory(4: 5N TE)

A LI CPUMIGPU; |

M N> F76 GB

5 9 e K #5150GB/s (GDDR5)
XHFFECCHIH R (fXPRT-Quadro 1 Tesla 7= i
)

® ECC 1#3¥
DRAM
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FIT A 20 N S AF i s #5 SC FFECC
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Fermi Memory Hierarchy
® Shared memory ( Thread

LE AT
o JiIFUETLIES

o WHERLEN, H e
BT

® 16 1§ 48KB / SM (L1

LR N FILE e
64KB)

® % 1.03 TB/s
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7 Fermi Memory Hierarch
L1 (ﬁé&éﬁﬁ> Threar: g
® HASMIL=E

® 16 5k 48KB / SM, 1] ﬂ

DL i R 3k ‘
® fEfHEHE
® T 1.03 TB/s
® L2 (_KEF)
® 768KB
® JiifSMILE

L2 Cache
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FermiZg ) itk

® 32 SP/SM
® X{warp-schduler

® 64KB shared memory/L1 cache, 7] LLFL
'H ~N48KB shared/16KB L15%# 16KB
shared/48KB L1

® Y FFECC

® N —Z2%47 (L2 Cache)

® I FrZkernelIf & IAT

® i—HhhlkZ¥[a], S SCHRFCH+

® S FF6ANLFHE ], HKSCHRFITBEAF
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Kernel Kernel

Kermels

Serial Kernel Execution Concurrent Kernel Execution
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Separate Address Spaces

1
*p_global
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Unified Address Space

. 1_.__I B _
i e &
— - /
— -, F,
—— e /
- - i
— . ¢
— T i
T /
Y
——

‘p Unified Pointer Reference

M wREE
KR



=M Teslay= i HxT

GPU G80 GT200 Fermi

Transistors 681 million 1.4 billion 3.0 billion

CUDA Cores 128 240 512

Double Precision Floating MNone 30 FMA ops /clock | 256 FMA ops /clock

Point Capability

Single Precision Floating 128 MAD 240 MAD ops / 512 FMA ops /clock

Point Capability ops/clock clock

Warp schedulers (per SM) 1 1 2

Special Function Units 2 2 4

(SFUs) / SM

Shared Memory (per SM) 16 KB 16 KB Configurable 48 KB or
16 KB

L1 Cache (per SM) MNone None Configurable 16 KB or
48 KB

L2 Cache (per SM) None None 768 KB

ECC Memory Support MNo MNo Yes

Concurrent Kernels MNo MNo Up to 16

Load/Store Address Width 32-bit 32-bit 64-bit
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CUDAZE]

® Computing Unified Device Architecture, “XH 4 —AibFHZE
1, ATEEAEEE 22 APIEEAT GPUIE F 115 1) B R A 4L 44
® S| N7 WNIELAEE, CRRETLE ANAZAE AE(E

® HRMEZ T 1.X, 2.X, 3.X,4.XVU IR A< B 4

® 7t M TeslaZify (G80/G8x/G92/GIx GPU, it fit
1.0/1.1) , HufR|Tesla IZEM)(GT21x/GT200, 11588 /11.2
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CUDAJHT TSI

GPU Computing Applications

Direct Java and

Dpritn Compute Python

NVIDIA GPU
with the CUDA Parallel Computing Architecture
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Paralle]l kearn=l

FParallel kernel
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CUDAR AT 15 Y

Grid 0

Block (0, 0) | Block (1,0) || Bleck (2, 0)

Block (0, 1) || Block (1, 1) || Block (2, 1)

Grid 1

Block (0, 0)

Block (0, 1)

Block (0. 2)

wilille parals oode eoscubes on the

Block (1, 0)

Block (1, 1)

Block (1, 2)

® K CPUfE N EHim
(Host), TmGPU{E N}
AL 2% (Coprocessor),
o W4 (Device)
® R 7B AT HE 0 AE S
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Kernel
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CUDARI# AT 1 --kernel

® Kernel j&¢—~Hcpu
W Egpu E AT IR
B, WEAVFZLEHF
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P
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Il kernel 3 X
__global  void vecAdd(float* A, float* B, float* C){

Int main (){
//Kernel & H
vecAdd<<<1,N>>>(A, B, C);

}
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CUDA kernel
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Grid
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CUDARHAAT 1 2

CUDA thread

CUDA thread block

CUDA kemel grid
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® -/ blockfE—4
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® Gridizf77ESPA L
X v gpu

CUDA Streaming
Multiprocessor

-]

CUDA-enabled GPU
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® Sfgridfliblock i R

® BlockAIgridbAdim3t% e L, Axy z=14E

® Gridffjz4EfE Wi N1, x, y4:E FARE 65535

® NF1.xZEMFEA:, blockFIxFly4E A ekt 512, z4E
JEANRERBIL64, RN x*y*zANfefEd 512

® X12.028 144, blockIxFly4E AN GEEE 11024, z4E
FEANBERRIL64, R x*y*zANgEiEE1024
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Block

® ZfEblock tiF &

E

o MHEWME, hInE/ifF
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® BlockN 2 fE It =
zE R L F e A
) 45 R

® 1L HAH[ED

Fermi Streaming Multiprocessor (SM)
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Block

Multithreaded CUDA Program

GPU with 2 Cores GPU with 4 Cores

Core 0 Core 1 Core 0 Core 1 Core 2 Core 3
Block0  Block 1 Block2 Block3.
Block4  Block  Block s Block7.

- BRI
KICERER

® ZfEblock A 1R
Iy Rt
® BlockA] LA ] i
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warp

® Warp 3 NEET R HICUDAYRFERAY, 172 figt
e SR X: 3= A E LN

® 7E1.XFI2 xZERIE A, — A warp i [F]—Dblock N AHAR
1324 FEH k. a0, 1, 2, ...... 3141 fwarp.

® [f]—warp ZAEn] LAy “[FI” $ATny, A
AT APt A8 i shared memory k4743

® /3 Llwarp iy Efr kAT

® Dlwarp N A R AE i as U5 m e t, B P3RS
B = A e

M AR
KR



e

CUDABHFAK 2

CPU
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CUDA R
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CUDAZR Vi IE

® 5B CPUIMLIY 5GPULG 7 & (cudafe
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® 4 CPUIR LR AZ
® 4 GPUIRA S
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Inveedm B a8 213 NS
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CUDATRF it A e 51

Apps. Apps. Apps. o I b b e
Libs & Libs & Libs & ;q %ﬁgﬁ%?ﬁs’zala

Plug-ins Plug-ins Plug-ins | --- cudarzfy
/ ® [HEIRANASHF
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CPUHY

//[CPU program

//sum of two vectors a and b

void vecAdd(float *a, float *b, float *c, int
N)

{
for (int idx = O; idx<N; idx++)
c[idx] = a[idx] + b[idx];

}

void main()

{

vecAdd(a, b,c, N);
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CUDAARES

[/ICUDA program

//sum of two vectors a and b

__global _ void add_gpu(float *a, float *b, int N)
{

int idx =blockldx.x* blockDim.x+ threadldx.x;

If (idx < N) //Avoid overflow!

afidx] += b[idx];

}

void main()

dim3 dimBlock (64);

dim3 dimGrid( ceil( N / 64));
fun_add<<<dimGrid, dimBlock>>>(a, b, N);
}



CUDAHICH &

® pREIRE T

® global
® GPU Kernelf{fd, HCPUXE, iR[Flvoid, AfREHHEGPU
Kernelii H
® device
® HGPU Kernel A%, AEEHCPUREL
® host

® {ECPU_LPATHIREL
® host fl1_ device felRHH{E A
® | N —L8pN E KL
® KA, [FIZDeR%EL, MRS R, R R
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CUDAHKICH B

® W [RERT
® constant
® ‘i = N1 float my constant_array[32];
® shared
e LEPNAY float my shared_array[32];
® NERERM
® char4, ushort3, double2, dim3
® HAERAWEEM R A, HIEX, y, z, w8, RS
I S NEIPI P
o NEAE
® dim3 gridDim; // Grid X~
® dim3 blockDim; // BlockJX~f
® dim3 blockldx; // Block ID
® dim3 threadldx; // Thread i
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CUDAICYH &

® HATHLE
® G| A<<<>>>IBH AT
® F&Egridflblock 4k
o EHIISHILERA: <<<Dg, Db, Ns, S>>>
Dg, &2 gridif4EfE MR <}, dim32%%84, Dg(Dg.x, Dg.y, 1)
Db, #& Eblock 4L & A1 R, dim3257%, Db(Db.x, Db.y, Db.z)
Ns, Al %, 8E 37D ACHIshared memory] K/
S, A[i%, cudaStream t287%, #I{E ANO.
® dim3 grid_dim(100, 50); // 5000-~block

® dim3 block_dim(4, 8, 8); // & {~blockfl #2562k %

HO
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__global__ void kernel( int*a)

{

Int idx= blockldx.x*blockDim.x+ threadldx.x; // Assume blockDim.x = 4
afidx] = 7;

}

Output: 7777777777 7T77T777

__global void kernel( int*a )

{

Int idx= blockldx.x*blockDim.x+ threadldx.x; // Assume blockDim.x = 4
a[idx] = blockldx.x;

}

Output:0000111122223333

__global__ void kernel( int*a )

{

int idx= blockldx.x*blockDim.x+ threadldx.x; // Assume blockDim.x= 4
a[idx] = threadldx.x;

}
Output:0123012301230123
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17-fith s i 1Y

® Registers/Local

memory

o FNELIENE

® HEiE i I Registers
tﬁ;readiﬁiiﬂﬁ:?)ﬁl‘tﬂ%@ﬁﬁﬁﬁ

® 2.0ff4-4A:SMA 32768 &
TEde A, SP%i@lKT . R R RIRERE

® HHEEN MAALEAFIN
A7 (register) , 34 I L L IIII
BT FOURAS I H B

F B A7 /Cacheff A7 F0 5 2%

2 HH?UH
7

® F FeriET LR
]
SRR



17-fith s i 1Y

® Shared Memroy

® BlockfAf5, blockZFE N AIEZk
fiif it shared memory 1713

® iEid shared  HiZE X

® BN, HEIRIR/N (JEbank
conflictiy 1-2 & 1)

® 1.xf#HH4%5:SM 16KB shared

memory, 47316 bank, banks
J£32bit, 4xif THR-EEEE

® 2.xMif44:SM 16kB/48kB shared
memory, 7432 bank, bank i & I L L I I I I
32bit, fiH

Shared Memory
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® Global memory

® iHit device RIZE
X, siF A AP D

o HET RG], Vil / //// / ////
iIRK (400-800JE #H)

® 7 I AT AIAFA a5 425 il 2% RRRRRRR RRRRRRR
WItsem, %M —EJ; Ho BEEE HcLEEER
ﬁ-i/jj I‘Eﬂ B?J‘Zr‘ﬁgﬂ u 39%,/(%'; Shared Memory Shared Memory
RO
S Global Memory

® 775, 156GB/s

® 2. xfigif 4 *Fglobal
memoryijcache/|.
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® Jexture memory
® © X 4 5% J5 5 CUDA arrayil # global

memory4f g
® £ T RAFH, fHtexture cache

® M 4 =4ERa A R AR, Ui R AHAR T
MR RE AT

® T LIFHGPUHE
PRI

S N=VL)

I

0 fl.xﬁﬁiiﬁtlﬁ_
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® Constant memory

® (@it  constant_ HIZEE X

® AT RAFH, lﬁltﬂi_ﬁj( (400-800 & 1)

® (1M b, [El—warpiilal [E— s 4 fefs
P17

® E2.xtff I, cache#lil 5global memory#H
7]

® (112 xtgE{f B R~ R 32 H64KB
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17 it v A 7Y

Memory Location Cached Access | Scope Lifetime
on/off chip

Register On n/a R/W 1 thread Thread

Local Off T R/W 1 thread Thread

Shared On n/a R/W All threads in block | Block

Global Off T R/W All threads + host Host allocation

Constant Off Yos R All threads + host Host allocation

Texture Off Yos R All threads + host Host allocation

tCached only on devices of compute capability 2 x.
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® Host memory
o HITIE K Kinew/mallociE X, B iEiECUDA APISEHE K eR %E X
® jH T CUDA API(cudaHostAlloc)E X frihost memory A page-
locked memory, A& 58 RG4EP AT H, BAHE MY
Mk, R4 page-locked 4 R SLH A
® Page-locked memoryn] DLt & br &4, 7 B Amapped
memory, portable memory, write-combined memory (HJ LA [}
BZ MRS
® Portable memory ] Ag 2 A EHLim 2k RE I, AT DLSZEL % ) AN [H]
GPUCPUZFE [A] 18 (5
® Mapped memory¥)#_EAEAET N A7, BRI A & i A0 3 4 L
ik, PTLI#EGPUE#:VI A, SEIlzero-copy
® Write-combined memory ] DL SZELBE ey B 1) =5 M Lt 21 15 2% it B0
iy, (RSP CPUZELE, MCPUNH BT R I3 5K
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GPUTHfi#i s 2R 1E

® GPUTFMifi#s 7 18] 73 B B AP
® cudaMalloc(void ** pointer, size _tnbytes)
® cudaMemset(void * pointer, int value, size_t count)
® cudaFree(void* pointer)

® R~

Int n=1024;

Int nbytes = 1024*sizeof(int);
Int*d_a =0;

cudaMalloc( (void**)&d_a, nbytes);
cudaMemset( d_a, O, nbytes);
cudaFree(d_a);
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GPUTHfi#i s 2R 1E

® GPUTFfifi#s B il API

® cudaMemcpy( void *dst, void *src, size tnbytes,
enum cudaMemcpyKinddirection);

® [F:DHAT (REFHZECPUZAE)
® il —kernelRFAT B EE, NISEFT
® enum cudaMemcpyKind
® cudaMemcpyHostToDevice
® cudaMemcpyDeviceToHost
® cudaMemcpyDeviceToDevice
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cudaiis Fy £ 1% Hn

/[ allocate and initialize host (CPU) memory
float*h A= ..., h B=...,*h C=..;
/[ allocate device (GPU) memory
float *d_A, *d_B, *d_C;
cudaMalloc( (void**) &d_A, N * sizeof(float));
cudaMalloc( (void**) &d_B, N * sizeof(float));
cudaMalloc( (void**) &d_C, N * sizeof(float));
/[ copy host memory to device
cudaMemcpy(d_A, h_A, N * sizeof(float),
cudaMemcpyHostToDevice) );
cudaMemcpy( d_B, h_B, N * sizeof(float),
cudaMemcpyHostToDevice) );
I/ launch N/256 blocks of 256 threads each
vector_add<<<N/256, 256>>>(d_A,d B, d C);
Il copy result back to host memory
cudaMemcpy( h_C, d_C, N * sizeof(float),
cudaMemcpyDeviceToHost) );
/] free device (GPU) memory

}i%%_%gﬁj ge(d_A);
cﬂﬁa e(d B);




cudaf® Fr- L 1

Copy processing data

[Instruct the processing)

Copy the result]

-
Execute parallel
in each core

3

GPU
(GeForce 8800)

Processing flow
on CUDA

= Illlllg
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R RAL

® HALIWEIE
® BRI, mRU AL
® HNiE & GPUKE &
® FH I EE U 1]
® HIEHAT
® & KMGPUF| A=
® FEfrak
® K
® SM%Z
e fifLig St =E
e it NfFt=E
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A=A

® X EElE K—1"SM
1 active block [ $ &
® 1 DIAZ N blockE:
NEFE, fE—Pwarpis &
i ) A7 fifg 2 B[R] 20 B
FHAN—Awarp ] LU
AT o) 55
® active blockf) %=
2 2 TR 1 R il ﬁﬂ
thread & 17231 H &

+block shared

memoryffi &=, SM
R R warpFi =
, T Kblock$ &4
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B3 Microsoft Excel - CUDA_Occupancy_calculator.xis

id) Fle Edk Vew Insert Fomst Took Dsta Windew Hep Type a question for hefp [+ x
HRR=A= BT A N S AT R RIS 1w L H -0 -|B I U |8 % » 8% z-5-A-B
MyRegCount |+ fx 0
I | D E [ F [ 6 [ w [ 1 [ o [ ® 7] L | [ v [ o F o [ R [ s [ 71 u
;I CUDA GPU Occupancy Cal(ﬂ"atorw@
7] For mere MUIDIA CUDA,visit
o]
["s | Justfollow steps 1. 2. and 3 below! for click here for help) Your the red triangle
=] The other data points represent the range of possible block sizes, register counts, and shared memory allocation.
| & 1 Select a GPU from the list (s I
- Varying Block Size Varying Register Count
(& _2) Enteryo
"8 Thveads Per Block 162] (e n
|10 |Registers Per Thread 2
[11" Shared Memory Per Biock (bytes) | \
12
[ 13 |(Don't edit anything below this fine) ® w
[14] 3 2
1503 is dispiayed here H if
[ 16 |active Threads per Muttiprocessor 384] (e &3 My Blosk Size 5 o MRegisir
[17 |Active Warps per Multiprocessor 12 g8 7 géw A
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